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Resumé
L’interprétation des données médicales reste aujourd’hui une contrainte majeure aux interventions cardiaques. La qualité des images en salle opératoire est souvent faible comparée aux données
préopératoires telles que les scans TDM (Tomodensitométrie) ou IRM
(Imagerie par Résonance Magnétique). Des algorithmes de traitement d’images permettent d’extraire et de combiner l’information
de différentes sources de données acquises avant et pendant
l’intervention. Ces algorithmes peuvent ainsi mettre en évidence des
structures anatomiques en haute résolution et les superposer sur des
images acquises en intervention. Avec l’évolution de la technologie, des images 4D (3D+t) deviennent disponibles. Le but de cette
thèse consiste à fusionner des séquences d’images multi-modales pour
le guidage d’interventions cardiaques. Afin d’atteindre cet objectif,
le problème de segmentation 4D ainsi que le recalage non-rigide 4D
seront étudiés. Ils permettront d’établir des correspondances claires
sur deux séquences d’un organe dynamique tel que le cœur. Une
méthode sera également proposée pour unifier la segmentation et le
recalage spatio-temporel dans une même formulation mathématique.

Abstract
A major limitation of cardiac interventions is the understanding of
the heart anatomy on medical images. The quality of interventional
images is generally poor compared to preoperative scans such as 3D
CT (Computed Tomography) or MR (Magnetic Resonance). Image
processing algorithms digest and combine information from different
data-sets acquired prior to and during intervention. They can isolate
cardiac structures in high resolution and align them with interventional images. As the technology evolves, 4D images (3D+t) become
available. This thesis will provide the fusion of multi-modal sequences
for image guided cardiac interventions. 4D segmentation and 4D nonrigid registration are proposed to tackle this objective. They will allow
direct one-to-one correspondence in two different sequences of a moving organ such as the heart. The method will propose a mathematical
framework unifying spatio-temporal segmentation and registration.
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Chapter 1

Introduction
Cardiovascular diseases are the number 1 killer in the US with over 930,000
deaths annually. In this country alone nearly 71 millions live with a form of
cardiovascular disease; almost 7 million operations or procedures are performed
annually and cost over 400 billion dollars ([1]). Image guided interventions (Fig
1.1) are popular procedures for the diagnostic and the treatment of abnormal
heart rythms, coronary diseases, as well as of some congenital heart diseases
and valve diseases. Rather than opening up the heart, this procedure involves
the insertion of one or more catheters inside the heart; they are long small tubes
usually inserted in the upper thigh (groin) and pushed towards the heart. As

Figure 1.1: An example of image guided intervention. The physician manipulates small objects inside the patient’s body with images and informations
provided by monitors (Image from Siemens).

3

Figure 1.2: Segmentation of anatomical structures allows a better understanding
of images. Here the left atrium is highlighted on a planar reconstruction on the
left, and on a 3D view on the right.

the intervention is performed with no direct visual contact, the need for imaging technologies becomes essential. Extracting and combining information from
different images provide detailed roadmaps which make image-guided interventions possible. As the technology evolves, images are not only available in 2D
and 3D but also in 4D (animated volumes, 3D+t).
Medical images are often acquired before an intervention, mainly to get
familiar with the patient’s heart function and anatomy as well as to plan the
surgery accordingly. These images contain a tremendous amount of information,
and they need to be processed in order to show only what is necessary for the
intervention. For instance, segmentation algorithms can highlight a particular
cardiac structure (Fig. 1.2), and registration algorithms can align multiple
images (Fig. 1.3). Visual correspondences with the patient’s anatomy, tools
and catheters become easy to localize and identify on a computer screen. Some
interventions even rely on segmentation and registration. Due to the nature of
the images, these algorithms need to perform in challenging conditions. Images
are black and white and are usually degraded with a significant amount of noise.
The heart structures have complex geometries and weak boundaries. Thins
vessels or valves may be blurry or invisible on the images. Also, as the heart
undergoes complex deformations and motions, alignment of the images cannot
be achieved with simple translations and rotations. In such case scenario, robust
segmentation combined with non-rigid registration become essential.

1.1

Objectives

During cardiac surgeries, image sequences from multiple modalities are available.
Their quality is often a compromise between spatial and temporal resolutions.
Typically, a high spatial resolution sequence does not provide a good temporal
resolution. For instance the quality of 3D volumes (CT or MR) acquired pre-

4

Figure 1.3: Registration allows a direct comparison between two images. Here,
an ultrasound based image on the left with its corresponding slice of a 3D CT
volume on the right.

vious to a surgery is high enough to visualize small anatomical structures such
as thin vessels, but sequences with such quality can only have a few frames per
second. On the other hand, 2D image sequences acquired during surgery (fluoroscopy or ultrasound) allows tens of frames per second, but their low image
quality makes it hard to understand the imaged anatomy. With the fusion of
these sequences, spatial and temporal differences are overcomed and information provided by each modality is combined. As the information is digested in
image fusion, cardiac intervention can benefit from this technology. Virtually,
wherever low quality images are used, fusion of image sequences will bring high
3D spatial and high temporal resolution sequences during surgery. That is the
aim of this thesis: the fusion of image sequences to help cardiac interventions.
This goal requires the achievement of many subtopics. They are:
1. 4D segmentation which will extract anatomical information of image sequences,
2. 4D deformation model which will set the spatio-temporal transformation
required for the registration of the sequences,
3. Unified segmentation and registration framework which will combine the
previous subtopics in an elegant mathematical formulation, and,
4. Validation of each subtopic

1.2

Hypothesises

Some assumptions need to be stated and the achievement of each subtopic will
verify the following hypothesizes. First, it is thought that the spatio-temporal
5

registration will increase the temporal resolution of a sequence having initially a
low temporal resolution. That is, with a few high quality images and a motion
model, it is possible to generate a fluid high quality sequence. Second, it is
assumed that the heart beat can be described with a deformation model over
space and over time. The temporal resolution of a sequence can be increased
by interpolating new frames between acquired frames. Third, it is considered
that the additional information available from the temporal domain will improve segmentation as well as registration. Working in a higher dimension will
help the perception of coherent structures over time which is not necessarily
trivial to detect when analyzing a single frame. It is often implied that two
images being registered are temporally aligned, however this is not necessarily
true, and typical registration methods can fail if they are done in the spatial
domain only. The registration problem is more well-posed when working in the
spatio-temporal dimension. At last, it is believed that the segmentation and the
registration problem is a mutual problem. When images are correctly aligned,
boundaries of corresponding anatomy should match: registration helps segmentation; and when corresponding anatomy is known, their alignment becomes
easier: segmentation guides registration.
This thesis proposes the fusion of multimodal sequences for image guided
cardiac interventions. First, basic notions of the heart physiology, imaging
technologies as well as of popular image guided cardiac interventions will be
described. Second, a literature survey will picture the current state-of-the-art
of segmentation and registration techniques which are prerequisite for image
fusion. Third, methods along with a timeline will be proposed to tackle the
thesis objective and its different subtopics which are: a 4D segmentation, a
cardiac deformation model, a 4D registration, and a unified framework. Lastly,
preliminary results will be presented. This includes work done in segmentation,
registration, and motion interpolation.

6

Chapter 2

Background
Often cardiac interventions require difficult and precise mental gymnastics from
the physician. Imaging devices provide the visualization of these manipulations, but the need to process information from these images is essential to
guide the interventions. For instance, EP procedures would simply not be possible without visualization of the catheter aligned with the heart anatomy ([2]).
Computer algorithms digest information from multiple sources, and their results
are crucial for most minimally invasive interventions. The heart anatomy is first
described and serves as a background to understand the interventions involved
by major heart diseases. Next, the state-of-the-art for image registration and
segmentation is reviewed.

2.1

The heart

The Merriam-Webster defines the heart as ”a hollow muscular organ of vertebrate animals that by its rhythmic contraction acts as a force pump maintaining
the circulation of the blood”. It has about the size of a fist and is located in the
chest behind the breastbone. The heart undergoes a local deformation due to
the cardiac beating, but also a global deformation due to the respiration motion
([3, 4, 5]). With humans, as well as with all other mammals, the heart has two
parts, the left and the right one. Each has an atrium and a ventricle as seen on
the figure 2.1.

2.1.1

Physiology

The right part pumps deoxygenated blood from the body to the lungs, while
the left part pumps oxygenated blood from the lungs to the body. During this
cycle blood circulates through all 4 chambers. It arrives in the right atrium
from the inferior and superior venae cavae (IVC, SVC). Once enough blood
is accumulated, the tricuspid valve opens and blood is transferred to the right
ventricle (RV). The contraction of the right ventricle opens the pulmonary valve

7

Figure 2.1: A human heart has 4 chambers: Left Atrium (LA), Left Ventricle
(LV), Right Atrium (RA), Right Ventricle (RV). Blood 1) enters the heart in the
RA, 2) transfers to the RV; 3) LV contraction pushes blood into the lungs; 4)
blood returns in the heart in the LA, 5) transfers to the LV; 6) LV contraction
ejects blood throughout the body (Image from the American Heart Association).

and expels the deoxygenated blood in the pulmonary artery (PA) and circulates
through the lungs where it is oxygenated. Blood comes back in the heart in the
left atrium (LA) through the 4 pulmonary veins (PV). It is often a misconception
to think that venous blood is deoxygenated. A more correct definition would
be that a vein carries blood returning to the heart and an artery carries blood
pumped out from the heart. Once the left atrium is filled, the mitral valve
opens and the blood is transferred in the left ventricle (LV). The left ventricle
myocardium, its wall, is the thickest of all chambers as it is the strongest muscle
in the heart. Its shape is typically an ellipsoid and its transverse, short axis,
section is almost circular. When the left ventricle contracts, it ejects blood into
the aorta and goes through the whole body until it comes back to the heart for
a new cycle. The figure 2.1 summarizes the cardiac cycle.
The blood stopped by the valve closures produces the heart sound. In a
cycle, two successive sounds (”lub-dub”) is produced by the closing of first,
the tricuspid and mitral valves, and second, the pulmonary and aortic valves.
A perturbation of this sound can be caused by a heart defect, for instance a
stenotic valve, that is a narrowed valve opening, or a congenital defect such as
an atrial or ventricular septal defect, that is a hole between the atria or the
ventricles.

8

Figure 2.2: Coronary arteries provide oxygenated blood to the muscle heart.
Two arteries begin at the base of the aorta. They later bifurcate to cover the
whole heart (Images from the Gray’s anatomy).

2.1.2

Coronary circulation

Blood supply within the heart is done with the coronary arteries (Fig 2.2).
Two branches start at the root of the aorta. The right side of the heart is
supplied with the right coronary artery (RCA). The left coronary artery (LCA)
is usually short and quickly bifurcates into the left anterior descending artery
(LAD), which runs on the front side of the heart and between the ventricles,
and the left circumflex artery (LCX), which runs on the lateral side of the heart.
Further bifurcations vary significantly in the population. Blood from the heart
myocardium is collected with the coronary sinus (CS). It runs on the left side
of the heart between the left atrium and the left ventricle. It ends in the right
atrium.
Coronary diseases caused 1 out of every 5 deaths in the US, that’s more
than 650,000 deaths annually ([1]). Along the years, fat and cholesterol build
up fatty deposits, narrowing the coronary arteries and its lumen. These plaques
prevent the heart muscle, the myocardium, from being well supplied with blood.
If completely obstructed, this can lead to a heart failure causing a heart attack.

2.1.3

Cardiac electrophysiology

A healthy heart has a good synchronization of cardiac muscle contractions (systole) and relaxation (diastole). The upper chambers (LA and RA) first contract,
followed by the two lower chambers (LV and RV). The contractions are caused
by electric signals propagating throughout the heart. They originate from the
sinoatrial (SA) node and travel in the atria (Fig 2.3). They reach the atrioventricular (AV) node before going in the ventricles.
An electrocardiogram (ECG, or EKG in german) measures the electric current in the heart. A typical ECG, as shown on the figure 2.4, contains suc9

Figure 2.3: The heart muscle is stimulated by electric currents propagating
throughout the heart. They start in the sinoatrial (SA) node, propagate in the
atria until reaching the atrioventricular (AV) node. From there, they travel
through the ventricles causing their contractions (Image from the American
Heart Association).

Figure 2.4: The electrocardiogram (ECG) shows the evolution of the cardiac
electric activity. The atria are first contracted (P wave), the ventricle contractions follow shortly after (QRS complex), and at the end of the cardiac cycle,
the T wave resets the electrical system. On the right, typical and untypical
ECG are shown. When the heart beat becomes irregular, the patient is said to
have arrhythmia (Image from Merck).
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Figure 2.5: Arrhythmia is caused by perturbed electrical paths in the heart.
When this happens in the atria, they quiver and can affect the heart pumping
ability. Atrial fibrillation is the most common form of arrhythmia (Image from
the NIH).

cessively a P wave, a QRS complex, and a T wave. The P wave causes the
contraction of both atria. An anomaly with P waves is a sign of atrial problem.
Shortly after, the QRS complex triggers the ventricle contractions. As there is
more muscle mass involved, the electric variation is larger. Electric current travels through cells, each triggering (P wave and QRS complex) correspond to the
depolarization of these cells. To return to their normal state, a re-polarization
is required. This is the T wave. Sometimes a remnant can appear as a fourth
wave, the U wave.
About 2.2 million patients in the United States have atrial fibrillation (AFib) ([6]) and every year it causes death to more than 75,000 of them ([1, 7]).
A-Fib is the most common form of abnormal heart rhythm, a perturbed cardiac
electric activity. Electric signals may be trapped in loops or in wrong paths
(Fig 2.5), usually in the pulmonary veins, causing the heart to beat irregularly.
A-Fib affects the blood flow and clots are eventually formed. They can later
travel in the body and cause damage in different organs, or can result in a
stroke if ending up in the brain. It can also decrease the heart pumping ability
resulting in a heart failure. Ventricular fibrillation (V-Fib) is more serious as
the ventricle no longer pumps blood effectively in the body. V-fib leads to death
within minutes and it is considered a medical emergency.

2.2

Cardiac imaging

The process of creating an image is called imaging. This is essential with
minimally invasive procedures where tools such as catheters are guided inside
the body with no visual contact.

11

(a)

(b)

Figure 2.6: The heart is barely visible; catheters give hints on the heart anatomy
and its motion during an intervention. (a) a frame from an EP study fluoroscopy
shows 4 catheters (3 in the right atrium and 1 in the coronary sinus). (b) a frame
from a coronary angiogram. A catheter in the aorta injected contrast dye that
highlights the left coronary branches.

2.2.1

Fluoroscopy

In cardiology, fluoroscopy is the method of choice to visualize catheters. A
X-ray beam is transmitted through the patient’s chest and strike a fluorescent
plate. The resulting images are recorded with a camera and displayed on a
monitor. All dense materials such as catheters, or bones, absorb X-rays so
they appear as dark on the image (Fig 2.6ab). This contrast with soft tissues
which let the X-rays go through so they appear bright. A radio-contrast agent
is used to visualize chamber walls and cardiac structures. A catheter comes
close to a region of interest and ejects dye towards, for instance, a coronary
artery, a pulmonary vein, or a cardiac chamber. While the dye is visible in the
fluoroscopy, the short captured sequence is called an angiogram (Fig 2.6b). As
the blood flows, the dye is diluted and becomes invisible.
Even though it is possible to achieve frame rates of 30, or even 60 frames per
second, it is preferred to use a lower frame rate to prevent radioactive radiations.
For instance, in coronary artery angiography, which visualizes the vessels in the
heart surface wall, a high frame rate is required to capture the fast coronary
tree motion. It is estimated that the risk to develop a fatal cancer is then 1 out
of 3600 ([8]). In electrophysiology, the heart electric activity is measured and
motion is less of an issue; the frame rate is typically 5 to 7 frames per second.
To help build a mental 3D visualization of the heart, biplane fluoroscopy is used,
that is two projected images with a different angle.
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Figure 2.7: CT is a reconstruction from multiple X-rays. Hard structures such
as bones will appear bright on the image. A contrast agent has been used to
highlight the two ventricles. On the left, a transversal slice of the heart is shown.
The two ventricles and the spine are visible. On the right, a 3D view of the CT
volume.

2.2.2

Preoperative imaging

If the detailed anatomy of the patient’s heart is required before an intervention,
a 3D computed tomography (CT) or a magnetic resonance (MR) is performed.
This will help the physicians plan the surgery.
In a CT scan (Fig 2.7), detectors rotating around the patient collect X-ray
images from different angles. With enough images, it is possible to reconstruct
a volume in 3D. Although the image quality of such volumes is excellent compared to other modalities, the amount of radiation involved makes it prohibitive.
Studies in adult patients ([9, 10]) show that the risk to develop the risk of a
fatal cancer is 1 chance in 2000. In children the risk is much higher ([11]).
In magnetic resonance imaging (Fig 2.8), no radiation is used. A magnetic
field is rather used and measures the relaxation time of excited atoms. Each
atom normally spins around an axis. By exciting atoms, it is possible to line
up the spinning axis. When atoms return to their natural spinning axis, energy
is released and can be measured by coils in the scanner. By smartly spatially
altering the magnetic field, it is possible to reconstruct a 3D volume. Different
protocols exist to image specific structures. Use of contrast dye, or change in
the imaging parameters can highlight a region or another.
Positron emission tomography (PET) ([12, 13]) is different than anatomical
imaging such as CT and MR. Rather than picturing the anatomical structures,
PET measures their functionality (Fig 2.9a). A radioactive tracer injected in the
blood emits positrons which vanish with nearby electrons. This reaction releases
gamma photons that are caught with detectors surrounding the patient. Once

13

Figure 2.8: MR measures hydrogen density that is watery tissues will appear
as bright on the image. On the left, the picture shows a coronal slice of the
chest. On the right, this is the 3D MR volume. The heart is in the middle of
the image.

enough photons are collected, 3D images can be reconstructed. PET is used in
oncology to detect cancer because tumors need more blood than healthy organs.
It is not yet popular in clinical cardiology as it remains an expensive technology.
The physics underlying the PET imaging is similar ([14]) to the single
positron emission computed tomography (SPECT) ([15]). They differ on the radioactive tracer used, much cheaper and easier to produce than the PET tracer,
as well as on the capturing device ([16]). Rather than a ring of detectors, a
rotating gamma camera is used to collect the photons. The spatial resolution
of SPECT images is lower than PET images. Both technologies are used in
cardiology to detect areas of the heart with decreased blood flow. Obstructed
coronary arteries or dead myocardium will produce dark regions (Fig 2.9b).

2.2.3

Alternative interventional imaging

While fluoroscopy is widely used to detect anatomical landmarks, it is not very
adequate for complex interventional procedures. Imaging is limited to projective
views, heart anatomy is hardly visible and requires contrast dye injection, and
the biplane equipment is also encumbering in the operating room. Alternative
interventional imaging is being studied; among them two promising modalities
are ultrasound and magnetic resonance imaging.
With ultrasound imaging (Fig 2.10abc), a high frequency sound is sent
through the body and its echo makes it possible to detect interfaces in the
body. Ultrasound imaging was first used in the cardiac field in the 1960s as a
research experiment ([19]). In the 1980s ultrasound imaging became more popular with the development of the intravascular ultrasound (IVUS) ([20]) and the
14

(a)

(b)

Figure 2.9: (a) PET measures metabolism, that is a bright spot on the image means there is a concentration of blood. Here the picture shows various
cross-sections of the left ventricle myocardium. (b) SPECT uses a very similar
technology as PET, but a different radioactive tracer is used, its resolution is
typically lower than PET. On the first images, blood does not circulate well in
part of the myocardium wall (Images from [14]).

intracardiac echocardiography (ICE) ([21]).
An IVUS catheter provides polar images from inside a vessel (Fig 2.10b).
As the catheter is pulled out, the image sequence shows successive vessel cross
sections. It is used to study the narrowing of coronary arteries. IVUS can
recognize lesions that are not visible with typical coronary angiography ([17]).
ICE (Fig 2.10c) is a different approach; it provides 2D planar images from a
probe placed in the esophagus or directly in the heart from the aorta or from the
venae cavae. Sequence can be acquired at a frame rate of 20 frames per second
or more. 3D ultrasound is possible with sequential 2D image acquisitions ([22]),
although recent research already shows true 3D acquisition ([23]). ICE can be
used for monitoring in electrophysiology ([18]). It is possible to acquire images
from the left atrium and pulmonary veins with a fairly good quality.
With magnetic resonance imaging, catheters can be guided in the heart with
live visualization (Fig 2.11). MR guided interventions can be used in electrophysiology ([24]). Coils from the MR scanner track catheters in real time, and
magnetic resonance imaging visualizes lesions of the pulmonary vein ablations.
During intervention, three 2D planes can be interactively manipulated though
an interactive front end (IFE). These planes command continuous MR acquisitions to visualize the live heart anatomy and the catheter positions. Once the
catheters are lead to the pulmonary veins and ablations are performed, with a
proper imaging protocol, it is possible to image ablation lesions. Knowing the
lesion positions and sizes, it is possible to close the gaps between them. Current
live image acquisitions during this procedure are done with 1 or 2 frames per
second. However, previous to the surgery, a 4D MR acquisition can be done
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(a) cardiac

(b) IVUS

(c) ICE
Figure 2.10: Ultrasound measures tissue echoes that is interfaces in the body will
generate bright regions on the image. In (a) with a probe placed on the patient’s
chest, the 4 cardiac chambers with ventricles on the top and atria on the bottom
are visible. (b) IVUS is an ultrasound technology. The probe is inside a vessel
and displays plaques in the cross section. (c) ICE is an ultrasound technology.
The probe is inside the heart. This EP study shows the left atrium with the
left upper pulmonary vein (LUPV), the right upper and lower pulmonary vein
(RUPV, RLPV) as well as the left atrium appendage (LAA) (Images from (a)
Philips, (b) [17], (c)[18]).
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Figure 2.11: Catheters can be tracked with MR coils. It becomes possible to
visualize electrodes during an intervention (Image from [24]).

Figure 2.12: In 1929, general belief was that any entry in the heart would be
fatal. Werner Forssman performed the first catherization on his own heart. The
picture shows a catheter tip lying into his right atrium.

from multiple cardiac cycles. Such a reconstruction can have as much as 40
volumes per second ([25]).

2.3

Image guided interventions

The first known heart catheterization ([26]) was in 1929. Werner Forssmann
inserted a 65 cm catheter in his own heart from his arm. He then walked in
the radiology department where he took an X-ray of his heart with the catheter
lying in his right atrium (Fig 2.12). He was eventually fired from his hospital for
this. Later with two coworkers, they received a Nobel Prize for their pioneering
work.
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(a)

(b)

Figure 2.13: (a) Catheters are inserted in the groin (as seen on the picture), the
arm, or the neck. It is threaded towards the heart for diagnostic or treatment.
(b) During angioplasty, a balloon catheter is inserted in a narrowed vessel.
Inflation of the balloon will widen the vessel and restore a normal blood flow.
At the same time a tubular structure is installed to keep the vessel open (Image
from the NIH).

Today the catheterization of the heart is performed daily for diagnostics and
treatments. For instance, it is used to measure blood pressure, get information
on the pumping ability, and map electric activity of the heart. Dye can be
injected to visualize cardiac structures such as coronary arteries or pulmonary
veins. Tools can also be brought inside the heart for minimally invasive interventions. During a typical procedure, the patient is given a sedative to relax.
A catheter sheath is inserted into a vein (Fig 2.13a), usually in the upper thigh
(groin), the arm, or the neck. Catheters can then be inserted and threaded into
the heart. Short fluoroscopic sequences are used to guide the catheter correctly.
Longer shots are used during the intervention in the heart.
angioplasty When dealing with a narrowed or obstructed coronary, a balloon
is used to open the vessel (Fig 2.13b). This is called an angioplasty ([27, 28]).
A balloon is placed on the tip of a catheter. During the intervention, dye is
injected in the coronary artery before the catheter is placed in the narrowing of
the vessel. The balloon is inflated until a normal blood flow is restored in the
vessel. When inflating, a stent, a small metal or plastic tube, is installed in the
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Figure 2.14: With atrial fibrillation, abnormal electric activity often arises from
the pulmonary veins. They are isolated with incisions made around them with
ablation catheters. The picture shows a left atrium with ablation sites in red.

vessel to keep it open. Other types of treatment include the use of a grinder to
remove the plaques blocking the coronary artery; this is called an atheroctomy,
and the use of laser to vaporize the plaque.
valvuloplasty Heart valves can become narrowed with calcium deposits. A
procedure similar to the balloon angioplasty is then performed. It is called a
valvuloplasty. A balloon is inflated in the narrowed valve and broad the opening.
A promising experiment ([29]) has been done where an artificial valve is brought
into the heart through the groin and placed in lieu of the defective valve.
congenital defect correction Some congenital diseases such as the atrial
septal defect can be treated with catheterization of the heart ([30]). If the hole
between the atria is not too large, a closure device can be brought and placed
in the hole.
Electrophysiology procedure The cause of A-Fib often comes from electrical currents trapped in loops around the pulmonary veins ([31, 32]. This
required an open heart surgery called the Maze procedure ([33]) with a heartlung bypass machine. Abnormal electrical paths from the pulmonary veins were
disconnected with precise incisions in the left atrium. Nowadays ([34, 35]), electrophysiology (EP) procedures are minimally invasive. Lesions are created with
catheters (Fig 2.14) delivering an electric current of up to 50 W applied during
60 to 120 sec. As it is still not clear what energy source should be used for ablation, other sources are currently being considered such as cryothermy ([36]),
laser ([37]), or microwave ([38]).
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2.4

Registration

Aligning images from the same scene is a typical problem in image processing.
It is used in many fields. For instance, with satellite pictures, aligning continent
contours can show storm evolutions, with images from digital cameras, aligning
images can create panoramas. With medical images, bringing information from
different image modalities together can reveal new information such as tumors,
or in our application, anatomy features essential for electrophysiology. Solving
the registration problem will find the best alignment of images. That means it
will find the transformation T between two images such that:
I 0 = T (I).
Many challenges exist, the features and shapes on the images can be moved
and distorted as well as with different intensities. The transformation can be
geometric (transformation t on spatial coordinates x) or applied on the image
intensities (transformation f on pixel intensities i):
i0 (x) = f (i (t(x)) .
In 1984, Venot and Leclerc ([39]) proposed to automate digitized angiography by finding the optimal translation of images. Also, early registration methods were mostly rigid and feature-based as reviewed by [40]. Another survey
([41]) describes early frameworks as having the following components: feature
space, extracting information from the image, search space, modeling the transformation of extracted features, search strategy, dictating the transformation
evolution, and similarity measure, telling how well the current transformation
is. These components are involved in all works reviewed in this section. It
is organized as an evolution of cardiac image registration techniques toward
spatio-temporal applications.

2.4.1

Deformation models

The need for non-rigid transformation arose in cardiac imaging where the heart
motion cannot be described by rigid transformation. One of the first attempts
([42]) used a high order polynomial to register 2D myocardial perfusion image.
Today, many models are used in various medical applications. See [43] for a
recent survey on non-rigid registration and [44] for a review of methods applied
to cardiac images.
Demetri Terzopoulos et al. unified the shape description and the motion
description in an elastic deformation model ([45]). A parameterized surface Ω
minimizes an energy such that:
Z
α(s0 − s1 )2 + β(κ0 − κ1 )2 + γ(τ0 − τ1 )2 da,
Ω

where α, β, and γ are coefficients for respectively stretching (s), bending (κ),
and twisting (τ ). Rather than adding an elasticity constraint on the deformable
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shape, Gary Christensen et al. added the elasticity constraint to the deformation
field. In [46], he presented two new non-rigid physical models, which can both
be seen as vector fields solving the registration problem, but differing by the
equations governing these vector fields. Both models minimizes an energy so
the deformation field u correctly align two images, that is modeled with the data
term D(u), and so that the deformation field is kept smooth, that is modeled
with the elastic term E(u):
u = arg min (D(u) + E(u)) .
u

The elastic force is proportional to the deformation, and the data term drives
the deformation of an image into the target image. With small displacement
the elastic model can be considered ([47]), while the viscous fluid model should
be preferred when considering large displacement ([48, 49]).
Vector fields can also be computed by solving the optical flow equation
([50, 51, 52]) which assumes a point keeps a similar intensity over time:
I0 (x, y) = I1 (x + δx, y + δy).
In [53], additional constraints on the optical flow are used to guarantee mass
conservation of a volume. This method proved to be efficient to compute velocity
fields of a human heart in 4D CT data. Rather than using image intensity to
drive the physical forces, statistical shape information can also be used such
as in [54, 55]. When only a few points are used for registration, which might
be desirable to avoid expensive computation, interpolation of the deformation
field can be efficiently achieved with spline based transformation models such as
thin-plate splines [56, 57, 58] or free-form deformations [59, 60, 61, 62]. Each is
a parametric model and requires the management of control points. The use of
a grid manipulated by control points to model biological deformation has been
proposed as early as 1917 by D’Arcy Wentworth Thompson where he tries to
describe shape differences with simple mathematical transformations ([63]).
The classical spline model interpolates a position Q(u) on a curve with a
parameter u. Each control point pi has a global influence on the curve such
that:
n
X
Q(u) =
pi Bi (u).
i=0

Here, Bi (u) is a basis function, the B-spline is often used. The position can
similarely be interpolated on a surface patch with a parameter (u, v):
Q(u, v) =

n X
m
X

pij Bi (u)Bj (v).

i=0 j=0

This spline interpolation model can be generalized to any dimension with hyper
surface patches. The free-form deformation model ([64]) is a lattice composed of
such a spline hyper patch where each lattice node is a control point. An object is
embedded in the lattice, and as the lattice deforms with the control points, the
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object undergoes the same deformation. The hyper suface patch interpolates the
object deformation between the lattice nodes. With B-spline, each control point
has a local influence in the deformation field. This makes the model suitable
for localized deformations. Also, control points are not attached to the image
points, that means moving a control point will not directly move a point on the
image with the same motion. However, [65] proposes a direct manipulation of
the free-form deformation by computing the inverse deformation.
With thin-plate splines, control points directly manipulate the spline and
can be placed arbitrarily anywhere and each point has a global influence on the
deformation field. This model can be illustrated with a flat metallic surface
that keeps a minimal global bending. Control points anchor the plate at the
given positions and the interpolation is done by computing the surface height
h = f (x, y) where f minimizes the surface curvature:
 2  2  2 2 !
 2 2
ZZ
∂ f
∂ f
∂ f
+2
+
dxdy,
2
∂x
∂x∂y
∂y 2
2
R
or in any dimension, the functional:
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α1 +...+αd
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Jean Duchon ([56]) and later Jean Meinguet ([57]) initially proposed the use of
such a thin plate equation. Fred Bookstein proposes a solution with:
f (x, y) = a1 + a2 x + a3 y +

n
X

wi U (|pi − (x, y)|) .

i=0

The summation term is the influence of control points on the surface, it is
asymptotically flat. U (r) is a basis function, it is x3 in 1D, r2 log r2 in 2D,
and |x| in 3D. The first terms correspond to the affine part which describes a
flat plane that best matches all the control points. It is possible to find the
coefficients ai , wi with linear algebra.
Approximation is required to correct errors on control point positions due to
the imaging or due to feature localizations. With thin-plate splines, Bookstein
uses a relaxation term λ ([58]):
f (x, y) = a1 + a2 x + a3 y + λ

n
X

wi U (|pi − (x, y)|) ,

i=0

but this term affects the overal surface. Approximation schemes were later
studied by adding a localization uncertainty to each control point. With an
isotropic uncertainty ([66]), each control point is relaxed to a sphere, and the
bending energy becomes:
n

Jλ (f ) =

2

1 X |hi − f (pi )|
+ λJ d (f ).
n i=1
σi2
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Covariance matrix can be used for anisotropic uncertainty ([67]). Landmarks
now become ellipsoids and in extreme cases planes or segments. When considering the heart motion, additional physical constraints can be used. In [68]
a deformation field of the myocardium is computed by formulating the problem as a stochastic estimation problem. A priori information is coming from
two physiological assumptions, neighbor points have the same motion, and the
myocardium volume does not change. Another constraint can be used in the
temporal domain. Deformation of a beating heart is indeed cyclic. The use of
periodic model such as harmonic functions for temporal estimation is well suited
for cardiac motion as described in [69].

2.4.2

Temporal domain

Modern imaging technology allows visualization of the heart motion. In the
1950s, fluoroscopy was revolutionized with the use of fluorescent screen and
motion could be captured ([70]) with the invention of the television camera.
Later, in the 1980s, researchers from the Mayo clinic ([71, 72]) had the goal to
create a Dynamic Spatial Reconstructor, that is a 4D CT imaging device with
up to 20 volumes per second. The technology was at that time not available
to achieve this goal. Lately, in [73], 4D CT imaging is possible with rates of
10 volumes per second up to 20 volumes per second. However, radiation dose
due to X-rays has to be considered. For a coronary angiogram, 4D CT has a
risk of inducing a fatal cancer of 1 in 1400, while fluoroscopy has a risk of 1
in 3600 ([8]). It is also important to note 4D CT is not a true 4D acquisition.
It is a reconstruction based on multiple planes acquired over a short period of
time from a rotational scanner. True 3D slice acquisition such as MR imaging,
which is non-radioactive, can be used for a 4D visualization. MR tagging was
proposed by [74] where a pattern of spatially altered magnetization is applied
in the myocardium to visualize its motion. This idea has been retaken with
a novel technique in [75] and a grid rather than an arbitrary pattern ([76]) is
used. Tracking of MR tagged grid points can be used for the interpolation of
the motion field such as [77] where a thin-plate splines is used for a mapping of
two consecutive images. [78] surveys deformation models used in segmentation,
registration or motion tracking in medical image analysis.
With temporal data, sequence-to-sequence alignment removes spatial ambiguities that cannot be handled with image-to-image alignment. Early work in
[79] tackles the shape change modeling in a medical image sequence. A shape
from segmentation is parameterized in a grid like coordinate system and tracking is made by assuming various point intensity of the shape to remain constant
over time. To limit the space of possible solution, shape smoothness is used during tracking. In computer vision, Caspi and Irani align a video sequence with
different objects in motion with a reference sequence ([80]). As the sequences
depict the same scene taken at the same time, the presented method cannot
be applied to cardiac sequences where the heart can have a different motion in
two different acquisitions. From the same group [81], spatio-temporal alignment
can be used for temporal super resolution. By using multiple sequences from
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the same scene, motion with a higher frame rate than the video acquisition can
be recovered. This is an extension of the original spatial super resolution [82]
where higher resolution than the acquisition device can be achieved by aligning
multiple images of the same scene.
In the medical field [83] is an early medical application of spatio-temporal
registration of cardiac images. Temporal alignment of a SPECT and a MR
sequence is done by comparing the volume of the left ventricle at different times.
Linear interpolation is then used to create corresponding frames. Perperidis et
al. ([84]) used affine transformation to achieve 4D registration in MR image
sequences. The spatial and the temporal components are separated to ensures
the principle of causality, that means points in a reference frame cannot find
correspondence in various frames over time. The deformation model T is then
decoupled with:
T : (x, y, z, t) 7→ (x0 (x, y, z), y 0 (x, y, z), z 0 (x, y, z), t0 (t)) ,
where the spatial position is independent of the temporal component. The
need for a more sophisticated temporal model is motivated by that fact that
the heart follows a very unique motion. For instance, it has been shown ([85])
that each point in the left ventricle wall follows its own, but locally coherent,
trajectory over time. Recovering motion between temporally distanced frames
with interpolation is therefore challenging and easily prone to error. Further
work was done by Rueckert et al. ([62]) where he introduces free-form deformations for spatial alignment. This work has later been extended by Perperidis
et al. ([86]) to a spatio-temporal model where the temporal component uses an
affine transformation, and has finally come to a complete 4D spatio-temporal
free-form deformation model ([87]). His work is gathered in his thesis ([88])
where spatio-temporal registration is used to build atlases describing the cardiac motion [89, 90]. However the question of whether the heart undergoes
the same deformation model with different patients still remains open. In the
meantime, individual models of beating heart is possible by using information
extracted from anatomical structures, such as in [91]. Another application of
spatio-temporal registration is to deform a sequence so it appears stationary as
in [92, 93]. Here ultrasound imaging is considered. Rather than only considering
pairs of images as in [94], B-splines are used to find a global spatio-temporal
deformation field. Interpolation as well as approximation over time is another
important application of spatio-temporal registration. In [95] a more general
smoothing spline framework is used to simulate the deformation of a torso surface over time.

2.4.3

Similarity measures

Traditionally, feature points previously selected were used for multimodal registration ([96]). Intensity based approaches were introduced in [97]. Registration
were done by minimizing the variance of the ratios of one image to the other,
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or:
J(T ) =

X
x∈I∩I 0



i(x)
i0 (t(x))
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i0 (t(x))
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Soon after, Hill et al. ([98]) introduces the joint histogram for registration. In
the same group, Van den Elsen et al. publish in [99] a method based on the
correlation of the gradient:
X
∇i(x)∇i0 (t(x)).
J(T ) =
x∈I∩I 0

Collignon et al. ([100]) and Studholme et al. ([101]) propose to use entropy
as a similarity measure. Many definitions exists for the entropy (H), they all
measure the information carried by a message (e.g. an image), Shannon ([102])
proposed as a definition:
X
1
H(I) =
pi log ,
pi
i
where pi is the probability of a pixel to have intensity i. All pi are actually
the histogram of an image. Later, Viola and Wells ([103]) and Collignon et
al. ([104, 105]) found, in the same year, a new approach based on mutual
information. Between two images, the mutual information is defined as:
M I(A, B) = H(A) + H(B) − H(A, B),
where the first two terms are the entropy of the histograms of image A and B,
and H(A, B) is the entropy of the joint histogram of image A and B. Registration is done by maximizing the mutual information. The cost function to
minimize is:
J(T ) = −M I(I, T (I)).
This similarity measure is not invariant to the overlaping region. If it is small,
the mutual information between both images is going to be small. To correct
this bias, normalized mutual information ([106]) is used. [107] surveys recent
methods based on mutual information. It is known to be one of the best suitable similarity measures for multimodal registration. Entropy and mutual information are derived from the machine learning and information theory fields
([102]). Another important similarity measure from the information theory is
the Kullback-Leibler distance ([108]). This similarity measure has recently been
used for registration in [109]. It measures the distance from an expected joint
histogram distribution and an observed distribution. When an a priori distribution is known, this methods proved to be more robust in a multi resolution
scheme ([110]). Improvement has also been done by the same authors by using
joint class histogram ([111]) which uses joint distributions of labels instead of
intensities. Similarity measures are all easily extendable to the spatio-temporal
domain. That is a new sum operator needs to be used in order to iterate through
the whole spatio-temporal sequence.
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Figure 2.15: Edge finding is fast with the convolution of a filter such as the
Sobel detector.

2.5

Segmentation

When features need to be localized, segmentation becomes a critical step. It
helps identify regions, boundaries, or landmarks in an image. Very simple
techniques include edge highlighting or thresholding. Edge operators such as the
Prewitt or Sobel detectors (Fig 2.15) can be convolved in an image to hightlight
edges in certain orientation. One simple version of these filters is the following
two operators, the first detect vertical lines, the second detects horizontal lines:




−1 0 +1
+1 +1 +1
 −1 0 +1  and  0
0
0 .
−1 0 +1
−1 −1 −1
The Marr and Hildreth operator ([112]), known as the mexican hat, is symmetric
and finds edges in all directions. More complex edge detection techniques, such
as the Canny detector ([113]), can close short gaps in broken edges and generate
pixel thin contours. These methods give hints on observable edges present in
the image. Landmarks could be derived from these edges. Another approach
would be to derive landmarks from regions. Thresholding is a simple technique
testing against pixel intensities to segment a region. The threshold value can be
set manually or can be found automatically. In [114], a line is drawn between
histogram peaks, and the threshold value is given by the intersection of a perpendicular line and the histogram. Many other ad-hoc techniques exist to find
an optimal threshold, [115] reviews 40 of them. However the state-of-the-art
still remains based on Otsu’s work ([116]). The main idea is to minimize the
weighted within-class variance in each class. When multiple objects are in the
image, [117] extends Otsu’s technique by recursively applying thresholding on
the highest peak until all other peaks are removed. Another popular technique
for segmentation is region growing. Their origin can be traced back to 1970
in [118]. From a provided ”phagocyte” seed, a region is filled until the seed
cannot grow any further. In [119], the seed is grown toward neighboring pixels
whose intensities are the most similar to the grown region. Thresholding and
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region growing differs by their approach to segmentation. Thresholding methods would successively split regions, that is a top-down approach, while region
growing methods merge pixels or regions; that is a bottom-up approach. [120]
is the first attempt to combine both approaches. Segmentation is performed
by traversing a tree whose leaves are pixels, and root is the whole image. Intermediate nodes are regions. Organizing the image as a tree is concept used
by watershed algorithms. Vincent and Soille ([121]) introduced the concept of
finding watersheds to segment images. The image is considered as a elevation
map where the height of a pixel is given by its intensity. Watershed lines are
found by flooding the image topography. Water flood catching basins and meet
at watershed lines. These lines separate regions.
In the book [122], Jean-Michel Morel has the feeling that ”most segmentation
algorithms try to minimize [. . . ] one and the same segmentation energy”. David
Mumford refers this book in [123] as an excellent introduction to all the basic
algorithms and variational methods for image segmentation. The reviewer with
Jyant Shah actually first used an energy minimization for image segmentation
in their seminal paper [124] (journal paper [125], and book [126]). Images
are considered as piecewise smooth signals. Each regions has homogeneous
intensities. The energy functional is designed to drive the solution towards a
segmentation F that explains well the observed image I, to keep pixel intensities,
i, within a region very alike, that is a smooth segmentation k∇F k2 , and to limit
the length of boundary Γ between segmented regions. These three criteria are
respectively:
Z
Z
2
E(F, Γ) = (i − f ) dx +
k∇f k2 dx + |Γ|.
R

R−Γ

Their work is a modification of [127, 128, 129] that propose a similar energy formulation in a Bayesian framework and not in a variational approach. Nowadays,
state-of-the-art segmentation algorithms all minimize an energy functional and
many are based on the piecewise smooth Mumford Shah ([130]).

2.5.1

Variational approaches

Kass et al. proposed a deformable contour driven by external forces. In [132],
it is known as a snake, or active contour. The contour evolution minimizes
an energy functional which contains high level information such as the contour
curvature, and low level information such as the local gradient direction.
In order to extend the gradient influence far away from the edges, [133]
proposes the gradient vector flow. The gradient field points towards edges,
which is a desirable driving force for a snake. However, this field gets weak as the
edge becomes distant, and the gradient is generally non-existent in homogeneous
region. The diffusion of the gradient field keeps the gradient vector flow similar
to the image gradient in edge vicinities, and yields a slow varying vector field
in homogeneous regions where the image gradient is too weak. This improves
dramatically the convergence to image edges.
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Figure 2.16: A contour separates two regions. Here an energy drives the contour
towards the denser cloud of points (Image from [131]).

The active contour formulation cannot handle topology changes. The snake
cannot split and merge. In [134], Stanley Osher and James A. Sethian propose
the idea of evolving a surface instead of a front. The contour is defined with the
intersection of the surface and a plane, that is a level set of the surface. With
this method, rather than using an explicit approach to track a boundary, it is
tracked implicitly with a surface evolution in a higher dimension. As the surface
evolves, its level sets undergo splits and merges. Topology changes are handled
naturally. The surface is usually a signed distance transform, measuring the
distance from a point to the surface zero level set. Internal forces, such as the
curvature penalization and external forces, such as a ballooning force, can drive
the surface evolution. Forces derived from an image are used to segment regions
([135]). The level set evolution slows down when it reaches an image boundary,
this happens when the image gradient is strong.
As the level set method minimizes any kind of energy, many other functionals
have been proposed. For instance, with geodesic active contour ([136]) the
snake energy is solved in a level set framework, it can even use the gradient
vector flow as external force ([137]). In [131] Tony Chan and Luminita Vese
use a region based approach instead of looking for boundaries (Fig 2.16). Their
energy functional is a variant of the piecewise smooth Mumford and Shah, and
it is designed to efficiently separate an object from its background. [138] can
segment up to three regions with a similar approach.
Many optimizations and simplifications of the level set methods exist.
Sethian simplifies the level set method with the fast marching method when
the driving force does not change sign, that means when the contour is always
either expanding or collapsing. In [139, 140] the computation is performed in
a narrow band around the current surface level set. In [141], the level set is
used without re-initialization by adding an energy term forcing the surface to
be close to the distance transform.

28

Figure 2.17: To an image, a graph can be associated. A cut in this graph will
optimize the separation between the foreground and the background (Image
from [142]).

2.5.2

Graph based approaches

In the 1920s Max Wertheimer fathered the Gestalt theory movement ([143],
partial translation [144]). He suggested that cognition is a whole and cannot be
explained by summing each parallel operation alone. Applied to visual perception, that means global properties such as image partitions cannot be found by
combining separate low-level cues and requires an organization and grouping of
these cues. Using a graph to segment an image is an elegant implementation of
this theory. Each leaf of the graph can correspond to a pixel of an image, and
properties can be modeled with nodes connected to the pixels. Regions can be
found by cutting the graph. Wu and Leahy ([145]) used this approach to cluster
data with a cut isolating clusters. Each possible cut has a cost, and finding the
best cut can be done by minimizing an energy cost functional.
The minimum cut problem is identical to finding the maximum flow of a
graph ([146]), and polynomial time algorithm can be used to efficiently find
an optimal cut ([147, 148]). However the minimum cut can favor small length
cuts, generating small clusters. In image segmentation, that means isolating a
single pixel can be cheaper than segmenting a large homogeneous region. To
overcome this problem, Jianbo Shi and Jitendra Malik proposed to normalize
the cut cost ([149, 150]). The energy is defined to be the ratio of the cost of
a cut between two regions and the cost of a cut between a region and all its
surrounding regions. The minimum normalized cut is computed by solving an
Eigen value system. This can involve accumulation of approximation errors and
expensive computation.
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Yuri Boykov and Marie-Pierre Jolly used a new graph based method for
image segmentation in [151, 142]. The graph cut method also uses a node for
each pixel (Fig 2.17 shows an example with a 9 pixel image). In addition, the
graph contains two special terminal nodes, a source and a sink. Each pixel is
connected to its neighboring nodes as well as to the terminals. Searching for the
minimum cut between the terminal nodes will separate the graph into two sub
trees, one corresponding to the object region, and the other to the background
region. In [148] Yuri Boykov and Vladimir Kolmogorov introduced a new algorithm which still outperforms any state-of-the-art minimum cut, maximum
flow algorithm. The algorithm guarantees converge of the solution to the global
optimum in polynomial time. When time and memory becomes an issue, optimization techniques are possible; [152] tracks excesses and deficits in the graph
until convergence; [153] uses a multilevel approach to solve the minimum cut
iteratively; [154] uses super node, where each node corresponds to a watershed
region; [155] evolves a minimum in a narrow band until convergence.
Graph cuts can also be used for energy minimization ([156, 157, 158, 159]).
Yuri Boykov, Olga Veksler and Ramin Zabih describe two algorithms for energy
minimization with graph cuts, alpha expansion and alpha-beta swap ([156]).
They both are an iteration of graph cuts between two regions, and the energy
is minimized by each step until convergence. Both algorithm are fully described
in Olga’s Veksler thesis ([160]). This method is used in many applications in
computer vision such as image restoration ([161, 156]), disparity from stereo
([162, 156]), motion segmentation ([163, 164]), surface reconstruction ([165,
166, 167]), as well as super resolution ([168]). It not impossible to foresee an
application of graph cuts to solve the registration problem.

2.6

Joint segmentation and registration

As segmentation and registration can both be solved by minimizing energies,
solving them jointly is a promising method. This approach has been very
little explored, and has not yet been applied to the spatio-temporal domain.
Traditionally, feature-based registration uses points ([170]), edges or surfaces
([171, 172]) from segmentation. Registration quality depends on the feature
localization step. Rather than seeing both steps as separate process, they can
be solved simultaneously. In [173], segmentation and registration are solved in
an unified framework. However, the method uses a two stage algorithm, where
segmentation and registration are still solved individually. In [174], both processes are expressed in the same formulation. It is truly solved simultaneously
in a variational framework. Non-rigid transformations (Fig 2.18) can also be
handled as in [169]. Furthermore, solving simultaneously segmentation and registration within the same framework can answer the registration of partial data
as proposed in [175, 176]. The registration is solved by treating differently, i.e.,
by segmenting, matching data and missing data between two images. These
joint approaches provide elegant unifying frameworks. Solving simultaneously
what may be one unique problem, could become a leading approach for both
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Figure 2.18: The left column and the right column shows two bladders. The segmentation (green and yellow contours) and the registration (red arrows mapping
the green contour to the yellow one) are solved jointly (Image from [169]).

segmentation and registration.
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Chapter 3

Method
As 4D images will become more common in the future, the research area can
be aimed towards the temporal aspect of the segmentation and the registration
problem. The thesis objective, the fusion of multi-modal image sequences, and
each of its subtopics will be tackled in this section. First, 4D segmentation
will be investigated in order to extract anatomical informations. Second, a deformation model will describe how to interpolate data over the spatio-temporal
domain. Third, in order to achieve 4D non-rigid registration, an optimizer based
on graph cuts will be described. And at last, the segmentation and the registration problem will be combined in the same framework. Moreover, validations
along with a timeline will be proposed for each method.

3.1

4D segmentation

The amount of information contained in medical images can become overwhelming during an intervention. Understanding the images and localizing anatomical
structures or medical tools are not easy tasks with medical images, especially
when dealing with multiple image sequences. The time spent interpreting these
images can be greatly improved with segmentation. These algorithms will highlight anatomical structures of interest, or show medical tools with a distinctive
representation. When dealing with multiple images or sequences, corresponding
structures or tools can be efficiently found with a common coloring code or representation. In this section, a method is proposed to efficiently segment objects
in 4D images.
As introduced in the previous literature survey an elegant way of defining an
image with objects is with the Mumford-Shah functional ([130]). It assumes that
each object element are similar in a way, for instance, each pixel of an object has
a similar intensity, that is the image is approximated by a piecewise constant
function ([125]). Each constant piece of an image, with value ui corresponds to
the object i. The function u and its interfaces Γ is found by minimizing the
following functional:
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Figure 3.1: Here the zero level set of the surface is a square. It separates the
image (on the plane) in two regions, the background and the foreground.

Z
J(u, Γ) =

(I − u)2 dx + λ

Z

I

I−Γ

|∇u|2 dx + µ

Z
dx
Γ

The first term is the data fit, it penalizes the solution u if it is not close
enough to the image I. The second term is the smoothness term, it penalizes
changes in the solution u. The last term is the interface length, it is directly
linked to the number of objects in the solution u. That is, if there are many
objects, the interface Γ should be large, if there are a few objects, the interface
should rather be small. The coefficients λ and µ controls the smoothness and
the graininess of the solution u.

3.1.1

Levelset approach

This functional is efficiently minimized with the level set method in [131]. This
method is a numerical framework that embeds the solution in a higher dimension. For instance, when working with a 2D image, the solution becomes a 3D
surface that evolves with forces derived from the functional to minimize. The
zero levelset can define a binary segmentation (Fig 3.1), that is the object is
defined with what is inside the intersection of the evolving surface and the zero
plane, and the background is defined with what is outside the zero levelset.
Let φ(x) be the evolving surface. The zero levelset of this surface defines the
segmentation boundary Γ : x(t), and the surface has by definition no height:
φ(x(t), t) = 0
Studying its motion over time leads to:
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Figure 3.2: Levelset evolution driven by the image gradient

∂φ(x(t), t)
∂t
∂φ ∂x(t) ∂φ ∂t
+
∂x(t) ∂t
∂t ∂t
∂φ
xt + φt
∂x(t)

=

0

=

0

=

0

Here, recall that ∂φ
∂x = ∇φ. Also, the speed xt is given by a force F normal
∇φ
. The previous motion equation
to the surface, so xt = F (x(t)) n where n = |∇φ|
now becomes:
φt + ∇φxt
φt + ∇φF n
∇φ
φt + F ∇φ
|∇φ|
φt + F |∇φ|

= 0
= 0
=

0

=

0

This last equation defines the motion of φ. Given an arbitrary φ at time
t = 0, usually a distance transform of an arbitrary shape close to the object to
segment, and the force driving φ towards the solution, it is possible to know φ
at any time t. Popular forces depend on the gradient of the image (Fig 3.2), for
instance:
1
, or
1 + λ|∇I(x)|

F (x)

=

F (x)

= e−

|∇I(x)|2
2σ 2

Here λ and σ are parameters controlling how penalizing the edges are. When
minimizing the Mumford functional, the force is as explained previously:
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Z

Z

2

2

(I(x) − c1 ) dx + λ2

F (x) = λ1
φ≥0

(I(x) − c2 ) dx + µ · length{φ = 0}
φ<0

With c1 and c2 being the mean intensity of the region outside and inside the
zero levelset. A trick is used here to compute the length of theRzero level set
with the gradient of the Heaviside function of φ, length{φ = 0} = I |∇H(φ)|dx.
It is possible to use approximating functions of the Heaviside as well as of the
Dirac function. [131] gives all the implementation details.
The levelset method can easily extend to 3D as well as 4D. The evolving
surface becomes a hyper surface and the mathematics remains the same in ND.

3.1.2

Graph cut approach

The graph cut method also minimizes a Mumford-Shah like functional ([151]).
A graph is used for the image; each of its node is corresponding to a pixel. A cut
in the graph will separate it in two labels, one corresponds to the object, and
the second corresponds to the background. The graph and its edges implement
a functional and its minimization is done by finding the minimum cut of the
graph. As this problem is equivalent to solving the maximum flow of a graph
([146]), the solution can be found efficiently in polynomial time. The energy
functional has two parts:
X
X
E(u) =
Dp (up ) + µ
Vp,q (up , uq )
p∈I

p, q ∈ N
up 6= uq

The first term is the data term, it tells how well the solution u fits with the
observed image. The second term is the smoothness term, it ensures the solution
u is smooth, for instance both the object and the background regions would
have homogeneous intensities. The unknown variable u is a binary variable
(u = {”obj”, ”bkg”}), it tells wherever the pixel up is part of an object or part
of a background.
To construct the graph (Fig 3.3), each pixel node is connected to its neighborhood. These neighborhood links correspond to the smoothness term of the
energy to minimize. As explained earlier, it ensures the solution u is smooth.
When segmenting an image, if two neighboring pixels p and q have close intensities, that means they are probably within the same region. Cutting the link
Vp,q should be penalized. Thus popular weights for the link Vp,q are:
1

Vp,q

=

Vp,q

= e−

2 , or

1 + λ (I(p) − I(q))
(I(p)−I(q))2
2σ 2
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Figure 3.3: Each pixel of an image is associated with one node. Pixel neighboring
links define the segmentation smoothness. Two terminal links (source and sink)
will separate the image into foreground and background (Image from [147]).

Beside the pixel nodes, two special nodes, the terminal nodes {S, T }, are
used, one represents the object and the second represents the background. Each
pixel node of the graph is connected to both terminals. The weights of the
terminal links tell how likely a pixel is going to be an object or a background.
When segmenting an object out of a background, pixels within a region can be
set as object with links to the object terminal node set to infinity and links to the
background terminal node set to zero, the background can be set with links to
the object terminal node set to zero and links to the background terminal node
set to infinity. As with the levelset method described previously, the terminal
links can also be the difference between pixel intensity and the intensity mean
(c1 or c2 ) of the object or of the background:
Dp (”obj”) = (I(p) − c1 )
Dp (”bkg”) = (I(p) − c2 )
The minimum cut of the graph will find the best separation between the
object node and the background node, ensuring each region to be homogeneous
(Fig 3.4). Recently, the Mumford-Shah functional can be solved with graph
cuts ([177]). The trick is to use the Cauchy-Crofton formula to approximate the
boundary length ([178, 179]) by counting the number nc (θ, ρ) of intersection of
a line xcox(θ) + ysin(θ) = ρ with the boundary C:
Z Z
1 π ∞
length(C) =
nc (θ, ρ)dρdθ
2 0 −∞
Further links have been made between the levelset method and the graph
cuts ([180]).
It still remains an active area of research and contribution can be made by
extending the graph cut method to the temporal domain. Along the concept
of spatial neighborhood NS , the definition of a temporal neighborhood NT will
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Figure 3.4: Here the left atrium of a heart has been segmentated and is highlighted in red in the original 3D volume.

model the way information propagates through time. Time constraints can also
be implemented with the use of directional links. The energy to minimize will
then become:

E(u)

=

X

Dp (u(p))

p∈I

+ µ

+ ν

X

Vp,q (u(p, t), u(q, t))

pt , q t ∈ N S
u(p, t) 6= u(q, t)
X

Vp,q (u(p, t), u(q, t + 1))

pt , qt+1 ∈ NT
u(p, t) 6= u(q, t + 1)
The standard graph cut method requires 24 bytes per node and 14 bytes per
link with Vladimir’s Kolmogorov implementation available on his website. With
a 1024x1024 2D image, that makes roughly 80MB for a graph of connection 4.
For a typical 3D volume of 5123 voxels, 13.5GB are required to hold the graph
into memory. This is not possible with today’s computers. To overcome this
problem, a multilevel approach has been used (Fig. 3.5). A coarse graph is first
used to get a rough estimate of the segmentation results. The result is then
projected in a narrow band on the next level. A finer graph is used to recover
the details, e.g., thin structures. With such approach, it is possible to segment
a 5123 volume within 30 seconds and with less than 2GB of memory. The result
of this multilevel approach has been published at ICCV 2005 ([153]).
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Figure 3.5: Details of the multilevel approach for graph cut segmentation: a)
downsampling of the image, b) segmentation with a low resolution graph, c)
construction of a narrow band around the low resolution segmentation, d) segmentation with a high resolution narrow banded graph.

3.2

Frame interpolation

A real motion is captured with an image sequence. As the observed data is
discrete, it becomes hard to recover the motion between acquired frames. The
solution to this problem is the use of a continuous deformation model. With
the right assumptions and a model correctly fitting the observed images, inter
frames can be generated with a good level of accuracy. Being able to know the
motion at any time will become important when trying to register multiple image
sequences. Indeed, the frames of the different sequences (e.g. I1 (ti ) and I2 (t0i ),
ith frames of the first and the second sequences) could not be synchronized over
time (i.e. ti 6= t0i ) and this will lead to errors as trying to register temporally
misaligned images is already an ill-posed problem.
One good assumption is the smoothness of the motion. This criteria is
satisfied by minimizing the curvature of the deformation field. In 2D, the change
(u, v) of the position of a point (x, y) is given by:
(x0 , y 0 ) 7−→


ZZ
J(u) =
R2

ZZ
J(v) =
R2



∂2u
∂x2

2

∂2v
∂x2

2

(x, y) + (u, v)


+2

+2

∂2u
∂x∂y

2

∂2v
∂x∂y

2
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+

+

∂2u
∂y 2

2 !

∂2v
∂y 2

2 !

dxdy

dxdy

Figure 3.6: A thin plate spline is forced to pass at the control point positions.
Here the red dots define the surface shape and curvature.

Figure 3.7: Here thin plate splines deform an image in order to correct the
original image (original on the left, transformed image on the right).

3.2.1

u

=

arg min J(u)

v

=

arg min J(v)

u
v

Thin Plate Splines

Usually the deformation field is known at some points. For instance, specific
markers or landmarks provide reliable deformations (u, v) at the control points
Pi . The thin plate spline is a solution to this problem with an elegant physical
interpretation. The control points set the height of a thin metal sheet (Fig 3.6).
As the sheet tries to get the minimal bending energy, its curvature is minimized.
The height of this sheet is given for any position by:
f (x, y) = a1 + a2 x + a3 y +

n
X

wi U (|Pi − (x, y)|)

i=1

In 2D (Fig 3.7), two thin plate splines are used, one for the horizontal motion
u = fu (x, y), and one for the vertical motion v = fv (x, y). The unknowns are
the parameters a1 , a2 , a3 and wi . The first three terms is the linear part of
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the surface which defines a flat plane that best matches all control points. It
is similar to a least square fitting of a plane with the control points. The
summation part corresponds to the bending forces of all n control points. There
is a coefficient wi for each control point. Also, |Pi −(x, y)| is the distance between
a control point Pi and a position (x, y). This distance is used in the function
U defined in 2D by U (r) = r2 log r2 . The thin plate equation can be rewritten
with matrices. The surface passes through the control point P1 where its height
is known u1 = f (x1 , y1 ), so:
u1

u1

= a1 + a2 x1 + a3 y1 + w1 U (|P1 − (x1 , y1 )|) + w2 U (|P2 − (x1 , y1 )|) + ..., or


1


x1




y1

= (a1 a2 a3 w1 w2 ...) 
 U (|P1 − (x1 , y1 )|) 


 U (|P2 − (x1 , y1 )|) 
...

With all known control points Pi , it is possible to have the following linear
system with one unknown matrix:


1
1

x1
x2


y1
y2
(u1 u2 ...) = (a1 a2 a3 w1 w2 ...) 
 U (|P1 − (x1 , y1 )|) U (|P1 − (x2 , y2 )|)

 U (|P2 − (x1 , y1 )|) U (|P2 − (x2 , y2 )|)
...
...


1


x

u = (a1 a2 a3 w) 


y
U(|P − (x, y)|)





 , or




Here, only the matrix (a1 a2 a3 w) is unknown and it can be found for instance
by rewriting the problem with a diagonal matrix and using a LU decomposition.
Due to localization errors, image quality, or user inputs, the control point
positions can be approximate. In such case, it is no longer an interpolation problem, but rather an approximation problem, the surface no longer passes exactly
through the control points. This problem can solved by adding a penalization
term:
ZZ
n
1 X |ui − f (xi , yi )|2
+
J(u) = λ
n i=1
σi2
R2



∂2u
∂x2

2


+2

∂2u
∂x∂y

2


+

∂2u
∂y 2

2 !
dxdy

The relaxation term controls how close the surface should be to a control
point. This implies isotropic localization errors for each control points. In
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[67] anisotropic localization errors are considered by using covariance matrices
instead of σi .

3.2.2

Extension to the temporal domain

Sequences are now considered. Control points now become defined with a position in space and in time. Rather than interpolating or approximating a position
change u over space, it can be done over time:
(x0 , y 0 ) −
7 →
u =
v =

(x, y) + (u, v)
f (x, y, t)
f (x, y, t)

A point is no longer dependant on how its neighbors are warped over space,
but also on how they move over time. Also, the deformation of time can be non
constant, the speed of a sequence can be different over time. For instance, a
deformation can slow down a heart expansion at some cycles, but speed it up
in other cycles. In [88] three options are proposed:
f (x, y, t) = f (g x (x, y, t), g y (x, y, t), h(x, y, t))
f (x, y, t) = f (g x (x, y, t), g y (x, y, t), h(t))
f (x, y, t) = f (g x (x, y), g y (x, y), h(t))
Here, g and h are respectively the spacial and temporal deformations. The
first option considers that space and time are correlated. The position of a
point depends on where its neighboring control points are and how they move
over time. The time deformation depends on space and time, and can become
warped. That means two points on the same frame are not guaranteed to remain on a single frame after spatio-temporal deformation. This time-warp is
not desired. The second option removes this anomaly by stating that the time
deformation only depends on the time itself t0 7−→ t + h(t). The spatial deformation still depends on time. The third option reduces the search space, thus
the computational complexity. The space deformation depends only on space.
Similarly, the time deformation depends only on time. With this decoupling,
the spatial and the temporal deformations become two independent problems.
These two possible options will be studied. First, frames must be successfully recovered from a sequence. Manual landmarks are tracked over time, and
arbitrary points are interpolated with models coupling and decoupling the time
domain with space. Second, the sequence is artificially deformed in space. The
recovered frame should correspond with the original frame. Third, the sequence
is deformed over time. Here, the motion should remain similar during the whole
sequence, that is, the heart either expands, or either contracts. When the motion becomes complex, different temporal models should be considered such as
using a harmonic component.
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3.3

4D registration

As the heart undergoes a complex motion, two image sequences of the same heart
taken at different times, possibly with different image modalities, should be very
different. Non rigid registration is required to correctly align the sequences in
space as well as in time. From two image sequences I1 and I2 , the spatiotemporal registration should solve the following problem for the transformation
T:
I2 = T (I1 )

3.3.1

Spatio-temporal component

The transformation T between two image sequences I1 and I2 can be decomposed with a spatial component T x and a temporal component T t . The two
transformation formulations explained earlier in section 3.2.2 now becomes:
I2 (t)
I2 (t)


= T xt I1 , T t (t) , or

= T x I1 (T t (t))

The first formulation assumes the spatial and the temporal components are
correlated with each other. It tells that a combined spatio-temporal registration is performed, i.e., the whole two sequences are used to find at once the
corresponding frames, in other words, the goal is to find the best frames that
can potentially match. On the other hand, the last formulation assumes independent spatial and temporal components. It tells that a temporal registration
is first performed, followed by a spatial registration, i.e., the two corresponding
frames are selected by comparing undeformed frames and are later warped until
they match.
Although the second option does not necessarily lead to the best transformation, each step (temporal and spatial registration) needs to optimize a few
parameters at a time. The search domain is thus drastically reduced.

3.3.2

Gradient descent based optimization

To find the right transformation, a similarity measure is required:
T = arg min{diff (T (i1 ), i2 )}
T

The minimization of this last equation is typically done by computing the
derivative of diff (T (i1 ), i2 ) with respect to T . As seen in the literature survey, popular similarity measures are the squared difference, or the correlation
coefficient when dealing with images of the same modality, and the mutual information or entropy based similarity measures when dealing with multi modality
images. For instance, with the squared difference and considering only translations in the transformation T :
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2

diff (T (i1 ), i2 ) = (i1 (x + t) − i2 (x))

In order to compute its derivative, the Taylor expansion is used to get the
following:

diff (T (i1 ), i2 )

=

2

(i1 (x + t) − i2 (x))

2

' (i1 (x) + ∇i1 (x)t − i2 (x))
The derivative with respect to t is then:

∂diff (T (i1 ), i2 )
= 2∇i1 (x) (i1 (x) + ∇i1 (x)t − i2 (x))
∂t
This can be used with the gradient descent method to iteratively refine an
initial guess towards a local minimum. In the initial squared difference equation,
it is possible to notice a linear system:

diff (T (i1 ), i2 )
=
t = arg min{diff (T (i1 ), i2 )} ⇐⇒
t

2

(∇i1 (x)t − (i2 (x) − i1 (x)))
∇i1 (x) · t ' (i2 (x) − i1 (x))

Here diff (T (i1 ), i2 ) should be as small as possible, ideally zero. This is
equivalent to solve ∇i1 (x) · t ' (i2 (x) − i1 (x)) for t where ' is a least square
approximation. The problem becomes a linear system similar to Ax = b. Solving
for t can be done with a LU decomposition or a singular value decomposition
(example in [181] or [182]). Approximation due to the initial Taylor expansion
can generate errors. When the displacement t becomes large, refinement will be
required to minimize these errors.

3.3.3

Graph cut approach for optimization

Beside the gradient descent based algorithms, other optimizers exist such as the
genetic algorithm or the simulated annealing. These more complex methods
allow large moves at each iteration rather than small updates computed from
the gradient. This allows a faster convergence to a local minimum.
The graph cut method described next can also be used as an optimizer. It
has been used to segment motion from a sequence ([156, 164, 163]). An early
experiment also shows it is possible to use graph cuts with mutual information
([183]).
A graph cut finds the optimal solution to a binary problem. However when
a pixel can be assigned many labels (fp ), a serie of graph cuts can be used to
minimize the following type of energy:
X
X
E(f ) =
Dp (ip , fp ) +
Vp,q (fp , fq )
p∈P

p,q∈N
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The first term is the data term. It penalizes the current labeling f if it is too
different with the observed data i. The second term is the smoothness term. It
penalizes the labeling f if it is not smooth enough, that is if the labels of two
neighboring pixels, fp and fq , are too different. There are three constraints on
this smoothness term:
1. V (α, β) = 0 ⇐⇒ α = β
2. V (α, β) = V (β, α) ≥ 0
3. V (α, β) ≤ V (α, γ) + V (γ, β)
The first two conditions guarantee that there is energy between two different
labels, if not, that means the two labels are the same. The last condition defines
the triangle rule. A shortcut between two states is always cheaper or similar
than taking intermediate states. If the smoothness term satisfies only the first
two conditions, it is said to be a semi-metric term. If the last condition is also
satisfied, it is said to be a metric term.
The alpha-expansion algorithm can only be used with a metric term. Otherwise, the alpha-beta swap can be used with a semi-metric and a metric term.
Whenever the alpha-expansion algorithm is used, it is guaranteed that the
local minimum is within a known factor of the global minimum. This factor is:
2 max

p,q∈N

maxα6=β V (α, β)
minα6=β V (α, β)

By definition this factor can be as small as 2. That means if the maximum
possible smoothness term is V (α, β) = 1 and the minimum possible is V (α, β) =
0, the local minimum that the alpha-expansion algorithm will find is at most
twice the global minimum E ∗ .
The alpha-beta swap does not guarantee any closeness to the global minimum.
Alpha-expansion algorithm The main idea of the alpha-expansion algorithm is to successively segment all α and non-α pixels with graph cuts. The
algorithm will iterate through each possible value for α at each new iteration.
It stops when it converges.
At each iteration, the α region Pα can only expand. This changes somehow
the way the graph weights are set. For this reason, when two neighboring nodes
does not currently have the same label, an intermediate node is inserted and
links are weighted so they are relative to the distance to the α label.
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w(α, p)
w(ᾱ, p)
w(ᾱ, p)
w(p, a)
w(a, ᾱ)
w(p, q)

=
=
=
=
=
=

D(α)
D(fp ), if p ∈
/ Pα
∞, if p ∈ Pα
V (fp , α), and similar for w(a, q)
V (fp , fq )
V (fp , α), when fp = fq
p ∈ α if the link p − α is cut
p ∈ ᾱ if the link p − ᾱ is cut

Alpha-Beta swap algorithm The main idea of the alpha-beta swap algorithm is to successively segment all α pixels from β pixels with graph cuts. The
algorithm will iterate through each possible combination for αβ and change the
new boundary within this region at each iteration.
Within an iteration the graph is constructed in a normal way so it can
segment efficiently pixels of Pαβ , the α region and the β region. Special care
must be taken with nodes that are neither in the α nor in the β region. In such
case, the weight of a terminal link is the data term plus the sum of all links to
neighbors which are not in the αβ region.

w(p, α)

=

w(p, β

=

w(p, q)

=

P

q ∈ Np V (fq , α), for p ∈ Pαβ
/ Pαβ
P q∈
D(β) +
q ∈ Np V (fq , β), for p ∈ Pαβ
q∈
/ Pαβ
V (α, β)
p ∈ α if the link p − α is cut
p ∈ β if the link p − β is cut

D(α) +

Example with image restoration Image restoration is a easy implementation to understand how graph cuts can be used to minimize an energy. On the
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Figure 3.8: Energy minimization with graph cuts can restore a noisy image
(on the left). An energy designed to keep the pixel intensities as smooth will
generate the image on the right.

figure 3.8 is an image with embedded squares of intensity values 255, 191, 128,
64. Noise were added to the original image so the intensity becomes i0 = i ± 10.
Possible labels are all integers between 0 and 255. Here the data term is a simple
squared difference D(ip , fp ) = (ip − fp )2 where ip is the observed intensity of
a pixel and fp is restored intensity of the pixel. The smoothness term is the
Potts model V (fp , fq ) = λT (fp 6= fq ) where T (expr) = 1 is expr is true, or zero
otherwise. Doing some graph analyzing, it turned out that using λ = 2331 will
make internal link weights competitive with the terminal links. The figure 3.8
shows the results of this image restoration. Only a few seconds is needed for
either the alpha-expansion or the alpha-beta swap algorithm to converge.
Deformation Map Recovering the deformation map could be useful in a
registration framework. An original image Ia is deformed (Fig 3.9). The upper
part is moved right and the bottom part of the image is moved left. The resulting
image is Ib . The data term is the squared difference between the pixel intensity
ia (x) and ib (x+L) where L is the translation of pixel x from its original position.
The smoothness term used is again the Potts model with λ = 25. The label
set is all possible translations with ±15 horizontal pixes and ±3 vertical pixels.
The figure 3.9 shows the result of the algorithm. The algorithm runs within a
couple of minutes until convergence.

3.4

Joint segmentation and registration

The previous subtopics were about segmentation and registration. Unifying
these two problems in the same mathematical framework would be an elegant
and robust way to simultaneously solve segmentation and registration. These
are indeed very intimate problems. When aligning images, corresponding structures becomes easier to identify, thus segmentation can be improved by aligning
images. Similarly, if the shape and localization of corresponding structures are
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Figure 3.9: On the left column, two images are presented. The image on the
bottom is a slight deformation of the image on the top. The ground truth of the
deformation field is known: the middle column shows the vertical displacement
on top and the horizontal displacement on the bottom. The left column shows
the deformation field as restored with a graph cut method. There are differences
with the ground truth at regions where background is homogeneous (multiple
solutions exist in that case).

known, these information can be used to align the images, thus image segmentation can help guide the image registration.
Taking the last statement, the following energy ([184]) formulates the segmentation of a structure C on two separate images:
E(C) = E(C1 ) + E(C2 )
The first term finds the best contour C1 of a structure on the first image.
The second term finds the best contour C2 of another structure on the second
image, which might be the same structure depicted by C1 . If these two contours
are said to be of the same structure, there is a transformation g defined by:
C2 = g(C1 )
The last energy can now jointly solve the segmentation and the registration
problem; that is finding the best contour C of the structure and find the best
transformation g so that the structure appears similarly on both images:
E(g, C) = E(C) + E(g(C))
Each individual energy can use the Chan and Vese model ([131]). It assumes
the images has a background and a foreground and that each part has a homogeneous intensity, µC + within the foreground and µC − within the background:
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Z
E(g, C)

Z

2

2

(i0 (x) − µC + ) dx +

=
Z
+
Ĉ +

(i0 (x) − µC − ) dx
C−

C+

i1 (x̂) − µĈ +

2

Z
dx̂ +
Ĉ −

i1 (x̂) − µĈ −

2

dx̂

This model is typically minimized in a level set framework but as shown a
previous section graph cuts can also be used to minimize energies.

3.5

Validation

The validation of each subtopic will follow the same procedure. First, a validation using simulated data will be done. Each subtopic presents its own challenges (discussed next), therefore, the simulated data should make sure they
test each of these challenges. Second, the algorithms will run on data acquired
from phantom devices. And at last, real data will be used.

3.5.1

Segmentation

It is hard to claim segmentation is good or not as this is a very subjective
judgment. Object boundaries can be blurred or inexistent; no ground truth
exists for complex images. Validation requires simple test images with clear
boundaries that all can concur. However, it then becomes hard to test the
segmentation algorithm in extreme conditions where the boundary becomes
arguable.
Validating a spatio-temporal segmentation can be done with an image sequence where a known object moves. The segmentation algorithm should detect
the object at all frames and the boundary should remain smooth in the temporal
domain. Initially the object should be overlapping from frame to frame as if the
object is in slow motion. A second test can include an object which does not
overlap from frame to frame. This can simulate a fast moving coronary artery
that can move from a few millimeters between two frames. The spatio-temporal
segmentation should show improvements over the spatial segmentation. That
is segmenting individually each frame should lead to ambiguities that can be
solved if all frames are segmented simultaneously.
Tests with real images should correctly segment the coronary arteries in
angiogram fluoroscopy and CT, and the different cardiac chambers such as the
left atrium.

3.5.2

Frame interpolation

Frame interpolation over time should recover correctly a voluntary missing
frame. Validation will be done by comparing the recovered frame with the
original frame.
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The robustness of the frame interpolation will be validated by removing or
misplacing one or more control points. The interpolated sequence should ideally
be wrong around the misplaced control points. This can be validated with an
artificially deformed sequence considered as the ground truth. Reproducing the
deformation with misplaced control points will generate another sequence which
can be compared with the ground truth. This could lead to a method allowing
the localization of wrong or misplaced control points.
Frame interpolation should also allow the increase, or the decrease, of the
sequence frame rate. The motion on the interpolated sequence should remain
smooth. This can be done by tracking a point over time and checking its velocity
over the interpolated frames.
Rather than interpolating within the sequence, trimming the sequence would
allow the robustness of the algorithm with extrapolation. With missing frames
at the end, the observable motion from the remaining frame should allow the
extrapolation of the missing frames. Validation could be done by comparing the
recovered frames with the original frames.

3.5.3

Registration

Synthetic images can be used to validate the registration algorithm. Simple
forms should align correctly over space and over time. The multi-modality scenario can be tested with images of resembling appearance, for instance intensity
reverted images.
With two image sequences, an artificial temporal deformation of one sequence can be done. For instance the frame rate can be changed at certain
time in the sequence. The spatio-temporal registration should correct the artificial temporal deformation and both sequences should be well synchronized.
Measurements can be done on how the two sequences differ.
Comparison with a state-of-the-art method, such as the optical flow, should
be performed. The registration of the new method and of the optical flow should
be similar.
Ambiguities should be tested. This becomes important in 2D/3D registration where fluoroscopic projections on 2D planes can have many 3D interpretations. Synthetic fluoroscopic images with known 3D structures can be used.
Validation can be done with registration of the plane with the original 3D structures.
Temporal ambiguities can occur with simple forms. For instance an image
with a small circle inside a larger circle is rotated (Fig 3.10). Two interpretations are possible, either the image has rotated, or either the small circle has
been translated. This ambiguity should be removed with additional clues such
as another structure in the image. Again, here, no ground truth exists and
the recovered motion is subjective, but the spatio-temporal registration should
generate a coherent solution.
The validation of the unified segmentation and registration framework should
show improvements over solutions provided with separate segmentation and
registration. The segmentation should be more robust to noise if used in this
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Figure 3.10: How to recover the transformation between these two images: did
the large circle rotated with the small circle, or did it remained still while the
small circle translated?
MICCAI
ICCV
ISBI
CVPR
ECCV
ICPR

Medical Image Computing and Computer Assisted Intervention
March 16, 2007
International Conference on Computer Vision
April 10, 2007
International Symposium on Biomedical Imaging
∼ October 2007
Computer Vision and Pattern Recognition
∼ November, 2008
European Conference on Computer Vision
March 14, 2008
International Conference on Pattern Recognition
∼ mid 2008
Table 3.1: Major conferences

unified framework. In the same matter registration should also be more robust
to noise.

3.6

Timeline

Two fields can be targeted for publications: medical imaging, and computer
vision. The table 3.1 shows a list of major conferences in both fields with their
deadlines. Journals have no deadlines, the table 3.2 is a list of major journals
in the area with their publisher. A Gantt diagram summarizes the proposed
PAMI, Transactions on Pattern Analysis and Machine Intelligence
IJCV, International Journal of Computer Vision
Computer Vision and Image Understanding
Transactions on Medical Imaging
Medical Image Analysis
Table 3.2: Major journals
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IEEE
Springer
Elsevier
IEEE
Elsevier
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Figure 3.11: Gantt chart of the proposed thesis

thesis in the figure 3.11.
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Chapter 4

Preliminary results
Early experiments are presented in this section. First, the banded graph cut
algorithm ([153]) has been modified in order to handle the segmentation of large
4D data sets. Second, a proof of concept has been done in order to show that
graph cuts can indeed be used for non-rigid segmentation. Third, the motion of
landmarks are tracked using a 4D deformation model. At last, a visualization
library is presented, as well as a development framework for quick and easy
algorithm implementation.

4.1

4D Segmentation

A method based on 4D graph cuts has been proposed to segment large 4D
datasets. The following description is a summary of a publication submited to
MICCAI 2007. The objective is to show that temporal correlation improves the
segmentation accuracy. In order to handle large datasets, the graph cut method
has been used using a multiresolution approach.
The graph cut method described earlier in the section 3.1.2 can be used in
4D. Besides the spatial links, the graph is constructed with temporal links as

Figure 4.1: 4D graph corresponding to 3 frames of a 33 volume. Spatial n-links
in grey lines, temporal n-links for a single node in green lines, and t-links in red
and blue.
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Figure 4.2: Banded approach: (a) object and background seed points provided
by the user; (b) global shape computed via graph cuts; (c) construction of the
band around the coarse boundary; (d) refinement of the boundary (thick black
contour) using fast competitive region growing.
shown in the figure 4.1. The cost of a link between two nodes p and q is based on
the intensity difference, wp,q = f (|Ip − Iq |). A temporal link connects two nodes
representing two pixels on two different frames, p(t) and q (t+1) . The temporal
integrity can be controled by a factor τ that is used when computing the cost
of the link wp(t) ,q(t+1) = τ · f (|Ip(t) − Iq(t+1) |).
As proposed in [153], a multiresolution approach is proposed to handle medical volumes. The refinement step has been improved with a modified seeded
region growing (Fig 4.2). First, coarse graph cuts yield a rough estimate of
the final segmenation. Second, a narrow band is constructed around the coarse
boundary. A competitive region growing takes place between the inner and
the outer boundaries of the narrow band. A priority queue dictates the way
each region grows. The order in the queue depends on the intensity difference
dif f (p) = |Ip − Ipar(p) | between the candidate pixel p and its parent par(p).
For a newly inserted pixel in the priority queue, its key value key(p) is an integration of previous keys, i.e., key(p) = dif f (p) + λ · key(par(p)). When λ > 0,
this heuristics favors the growing of regions close to the seed points. Hence, λ
simulates the smoothness of the grown boundary.
The figure 4.3 shows that the segmentation accuracy is improved when capturing temporal correlations. When an image is degraded by noise, spatial
information becomes weak. A true 4D segmentation yields a better result than
a 3D segmentation of a single frame. The figure 4.4 shows that this method is
comparable to standard graph cuts algorithms.

4.2

Landmark-based non-rigid registration with
graph cuts

This experiment presents an approach based on graph cuts initially used for
motion segmentation that is being applied to the non-rigid registration problem. It has been accepted at ICIAR 2007 ([185]). The main objective is to
introduce landmarks in the graph cut minimization framework. First, non-rigid
registration is formulated as an energy minimization problem that can be solved
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(a) ground truth

(b) noisy image

(c) 3D slice

(d) 4D slice

Figure 4.3: 4D vs. 3D Segmentation with Graph Cuts: (a) ground truth with
seed points, (b) image with noise, (c) slice from the 3D segmentation (12.89%
error with the ground truth), (d) slice from the 4D segmentation (7.35% error
with the ground truth).
via graph cuts. Second, landmarks are introduced in the energy cost.
In a non-rigid deformation, although each pixel of an image can move freely,
the motion is assumed to be locally coherent. The deformation field undergoes
two forces, one that matches the warped image with the original image, the
second that keeps the deformation field smooth.
Let the deformation field be represented by a vector field f where each vector
has a deformation fp ∈ L defined in RD . The deformation field between two
images I1 and I2 can be recovered by minimizing the following energy:
E(f ) =

X

D (I1 (p), I2 (p + fp )) + λ

p∈I

X

V (fp , fq )

p,q∈N

The first term, Dp (fp ), measures how the data differs between the original
image and the warped image, e.g., the squared sum of differences. The second
term, Vp,q , measures the smoothness of the deformation field. It can be the
norm of the difference of two neighboring vectors. The parameter λ controls the
smoothness. For instance, the following terms can be used:
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(a) seed points

(b) 3D Graph Cuts

(c) 4D M. banded GC

(d) our method

Figure 4.4: Comparison with existing methods: (a) seed points for the left
ventricle segmentation, (b) 3D standard graph cuts on a single frame (20.88s,
1270MB), (c) 4D multilevel banded graph cuts on 15 frames (44.72s, 854MB),
(d) our method on 15 frames (9.42sec, 253MB).

2

(I1 (p) − I2 (p + fp ))

D(I1 , I2 )

=

V (fp , fq )

= |fp − fq |

2

A landmark k ∈ K can influence its neighborhood by using a penalty cost
over the whole image. This penalty is infinity at the landmark site p(k), and
quickly decreases around the landmark. For instance, the data term is chosen
to be:

Dp (α) = dp (α) + µ

X

r2
2

k∈K
f (k)6=α

|p(k) − p|

Besides the standard data cost dp (α) (e.g. sum of squared differences),
all landmarks, whose deformation f (k) 6= α, provide a penalty based on the
distance of the point p to each landmark. Here r is the distance within which
56

the landmark k has a strong effect on point p. Beyond this distance, the penalty
drops below 1 and tends to 0 at infinity. If the point p is at a landmark site,
the penalty is infinity and it is not possible to assign the value α at this point.
µ is a factor controlling the penalty of landmarks.
The energy as described earlier with its data and smoothness term is then:

E(f ) =

X

2

(I1 (p) − I2 (p + fp )) + µ

p∈I

r2

X X

2

p∈I

k∈K
f (k)6=fp

|p(k) − p|

+λ

X

2

|fp − fq |

p,q∈N

This energy can be minimized via graph cuts by the two algorithms described
earlier in the section 3.3.3. Results show indeed that the minimization can
register two images. The figure 4.5 shows the non-rigid registration of two
frames from a cineangiogram.

4.3

Motion interpolation of control points with
Thin-Plates

Early experiments have been tried for motion interpolation with thin plate
splines. As described in a previous section, thin plate splines can be used
to interpolate a deformation field. One spline is used to interpolate a deformation parameter. Here a sequence of 2D images is considered. A motion is
parameterized with a horizontal and vertical displacement:


xt
yt




=

x0
y0




+

fx (x0 , y0 , t)
fy (x0 , y0 , t)



The displacement of a point from its original position (x0 , y0 ) can be described with a translation defined by two thin plates fx and fy . Each of these
splines is a 4D hypersurface; that is a 3D point (2D+t) with its hyper-height:
n
h = f (x, y, t) = a0 + a1 x + a2 y + a3 t + σi=0
wi U (|Pi − (x, y, t)|)

The thin plate spline equation has been explained in a previous section.
There are n control points, each defined by its spatial and temporal coordinates
(x, y, t).
The experiment involves a coronary angiogram. Points on the coronary are
defined on the initial frames. Later in the sequence, the position of these control
points is corrected at certain frames. The result (Fig 4.6) shows that with a
short sequence of 20 frames, defining 5 control points at only 4 frames is enough
to describe accurately the motion of the coronary arteries.
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(a) first frame I1
with landmarks

(b) second frame I2

(c) registered I2
without landmarks

(d) deformation field

(e) registered I2
using landmarks

(f) deformation field

Figure 4.5: Non-rigid registration with landmarks: The first row shows two
frames from a coronary angiogram with the landmarks indicated with small
arrows; the second row shows the registration without landmarks, as seen on
(c) the minimization prefers to register the background (dark spine on the
left and diaphragm on the bottom) rather than the vessels (which are much
smaller compared to the background); the third row shows the registration with
landmarks, as seen on (e) landmarks help register the vessels. Images on (c) and
(e) show the registered image I2 with the original frame I1 (in light contours).
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Images on (d) and (f) show the deformation
map.

Figure 4.6: The motion of the control points are interpolated over time. With
a sequence of 20 frames, the control points are defined at 4 different frames.
Here a frame where the control points have not been defined is shown. On the
left is the last known position of the control points. It is clear that the last
known position is no longer valid as the vessels have moved. On the right are
the interpolated positions of the control points. With interpolation, the control
points remain correctly on the vessel over the whole sequence.

Deformation map with thin plates Interpolation of a deformation map
with thin plates has been tried earlier. With 2 splines and the displacement
field defined at a few control points, it is possible to generate a deformation
map for the whole image. Assigning intensities from an image at each point of
the deformation map allows image warping such as in the figure 3.7.
Deformation map with graph cuts A new method using graph cuts has
been described in a previous section (3.3.3). The deformation map is found by
minimizing an energy with graph cuts. The main idea is to find a label for each
pixel. The label set is all possible deformations. The energy guarantees that
the label map will explain well the deformation between two images and will be
smooth (Fig 3.9).

4.4

Building a visualization library and development platform

Visualization is an important aspect of this thesis. Results need to be seen
in 3D. Thus, the development of a 3D visualization library is required. A 3D
renderer has been implemented with OpenGL 3D textures. This is achieved
by applying textures on stacked planes parallel to the screen. As hundreds of
planes are used, the generated image looks like a solid volume as seen on the
figure 4.7.
A development platform has been done in order to simplify algorithm de-
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Figure 4.7: Volume renderer using OpenGL 3D texture. Here a plane clips a
CT volume. The four cardiac chambers are visible with a red cross in the left
atrium.

velopment. Further coding will be done solely on algorithm. Volume and segmentation results are easily viewable and all essential GUI manipulations are
provided.
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Chapter 5

Conclusion
Cardiovascular diseases are the number 1 killer in most western countries. Image
guided interventions are popular procedures for the diagnostic and the treatment of many cardiac diseases. As the intervention is performed with no direct
visual contact, a major limitation is the understanding of the patient’s heart
anatomy and function. In such conditions, the need for imaging technologies
becomes essential, however, medical images contain a tremendous amount of
information. Extracting and combining digested information from different images provide detailed roadmaps that make image-guided interventions possible.
As the technology evolves, images are not only available in 2D and 3D, but also
in 4D (3D+t). The research area is aimed towards the temporal aspect of the
segmentation and the registration problem.
The heart anatomy and function has been described along with the current
state-of-the-art of segmentation and registration methods. The fusion of multimodal cardiac image sequences is a subject where many contributions has yet
to be made. Therefore, this thesis will focus in this field. Subtopics includes
segmentation, deformation model, and non-rigid registration of image sequences.
All subtopics can be formulated as an energy minization problem. Rather
than solving segmentation and registration separately, it is hypothesized that
they are both a mutual problem. When images are correctly aligned, boundaries of corresponding anatomy should match: registration helps segmentation;
and when corresponding anatomy is known, their alignement becomes easier:
segmentation guides registration. The main contribution of this thesis will eventually be a mathematical framework unifying spatio-temporal segmentation and
registration.
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