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Abstract
We introduce a new data structure in the form of a light hierarchy for efficiently ray-tracing scenes with many
light sources. An octree is constructed with the point light sources in a scene. Each node represents all the light
sources it contains by means of a virtual light source. We determine bounds on the error committed with this
approximation to shade a point, both for the cases of diffuse and specular reflections. These bounds are then used
to guide a hierarchical shading algorithm. If the current level of the light hierarchy provides shading of sufficient
quality, the approximation is used, thus avoiding the cost of shading for all the light sources contained below this
level. Otherwise the descent into the light hierarchy continues.

Our approach has been implemented for scenes without occlusion. The results show important acceleration
compared to standard ray-tracing (up to 90 times faster) and an important improvement compared to Ward’s
adaptive shadow testing.

Keywords: Image synthesis, rendering, ray-tracing, hi-
erarchy, illumination, reflection, Phong, bounds, clustering,
octree.

1. Introduction

Realistic rendering has been a major goal of computer
graphics from its very outset. Many powerful rendering ap-
proaches such as ray-tracing1, radiosity-based methods2; 3,
and stochastic ray-tracing or Monte Carlo methods4 have
been presented over the last two decades, resulting in im-
ages of impressive realism. For most existing commercial
rendering systems (for animations, film special effects, post-
production, advertising, etc.), ray-tracing remains the ren-
dering algorithm of choice. In such environments, scenes
containing a large number of geometric primitives as well
as a large number of light sources are common. Everyday
scenes with a large number of light sources include shopping
malls, chandeliers, city streets at night, etc. In addition, more
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complex light sources such as extended area sources, shades
over a light source, or special sources to simulate flames are
often required; they are typically approximated as a large
collection of simpler point light sources.

The rendering of these scenes is a challenge to computer
graphics, due to the number of light sources and the com-
plex illumination that results, especially when we consider
their combined rather than individual effect. In this paper
we address the problem of efficient rendering of such scenes
by introducing a new data structure, representing the light
sources by a light hierarchy.

1.1. Motivation

Despite advances in the treatment of scenes containing a
large number of geometric primitives using spatial subdi-
vision techniques (octrees5, grids6, hierarchies of bounding
volumes7, etc.), little has been done to accelerate ray-tracing
of scenes with many light sources.

For scenes with hundreds or thousands of light sources,
shading and shadowing calculations (rays sent to the light
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sources) quickly become the dominant cost of the rendering
process. As a result, lighting designers and other users of
rendering systems are forced to crudely approximate inter-
esting and complex lighting behavior with only a very small
number of simple light sources.

The work on spatial subdivision and hierarchical algo-
rithms for lighting calculations8, hierarchical approaches
coupled with clustering9; 10, and spatial subdivision have al-
lowed the acceleration of lighting calculation for scenes con-
taining a large number of polygons. A natural application of
the same hierarchical concepts is the development and use of
the light hierarchy for ray-tracing which we present in this
paper.

1.2. Contributions

The goal of our approach is twofold: to provide efficient ray-
tracing of scenes with many light sources with minimum loss
of image quality, and to provide an intuitive quality param-
eter based on consistent error bounds for all the approxima-
tions made.

To achieve this goal in a comprehensive manner, we have
restricted our attention to direct illumination from point light
sources using lambertian (diffuse) and Phong11 (specular)
reflection models. Such assumptions are common in most
commercial uses of ray-tracing systems.

Our solution involves the development of error bounds to
evaluate the maximum potential error produced by the ap-
proximation. In this paper, we develop an algorithm which
exploits the hierarchy and the bounds for the shading under
direct illumination of scenes without occlusion. The results
of our algorithm in this context (see Section 5) show that
our light hierarchy significantly speeds up shading for scenes
with many light sources.

It is interesting to note that in computer graphics research,
an initial solution to an illumination problem is often pre-
sented for the unoccluded case (e.g., for radiosity12 or hier-
archical radiosity13), which then led to complete solutions
including shadows (hemi-cube radiosity14 and hierarchical
radiosity with shadows8). The study and introduction of a
comprehensive solution without occlusion is an important
step in the necessary understanding of the problem, leading
subsequently to an algorithm including shadows.

For a given 3D point being shaded, traversal of the light
hierarchy allows us to determine the effect on shading of
intermediate nodes (representing potentially large numbers
of light sources contained beneath the current level of the
light hierarchy). As a consequence, we can completely avoid
shadowing calculations for certain such nodes (i.e., avoiding
shadowing for many light sources), or identify those light
sources or sets of light sources which have the largest im-
pact on final shading. To better underline the potential of our
approach, after presenting the algorithm and the results of

the implementation, we will also discuss our ideas on the
treatment of shadows in Section 6.

2. Previous and Related Work

There is an extensive literature on the research dedicated to
speeding up shadow calculations using spatial coherence and
subdivision.15 Most of these approaches however are highly
dependent on the number of light sources, and are thus un-
suitable for scenes with many light sources.

Some algorithms have nonetheless addressed the case of
scenes with many light sources. Bergeron16 defines a sphere
of influence around each point light source. The radius of
each sphere is related to its light source intensity. Any ob-
ject outside a sphere of influence can ignore the contribution
of this point light source for both shading and shadowing.
This method is efficient in many cases, but will fail for nu-
merous light sources of low intensity because of the smaller
radius of the spheres. Objects outside these spheres will ig-
nore them all, even though the combined contribution of all
light sources together may produce an important illumina-
tion effect. Another such situation occurs when several point
light sources are used to simulate a complex light source.
Improving the approximation typically requires increasing
the number of point light sources, each of them individually
emitting a smaller proportion of the complex light global in-
tensity. With spheres of influence, the radii would then re-
duce, and the overall scene illumination would decrease as
the complex light representation would be improved. This is
illustrated in Fig. 1.

incorrect illumination

Figure 1: Problem associated with the spheres of influence

Ward17 presents a different approach where a sorted list
of light source contributions is maintained. The main idea
is to calculate the potential contribution of each light source
at every point to shade (without considering visibility), and
to use this estimation to sort the list of light sources. The
ordered list is traversed and thus the real contribution (in-
cluding visibility calculation) of the most important light
sources is computed first. If the sum of the potential contri-
butions of the remaining light sources is smaller than a pre-
determined percentage of the sum of all real contributions
computed so far, the traversal stops. This method performs
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SceneHierarchy

cluster:

virtual light:

empty cluster:

Figure 2: Example of light hierarchy

well for a moderate number of light sources, and is the most
suitable algorithm to date for the treatment of scenes with
many sources. However as the number of light sources in-
creases, the cost of sorting the contributions (at each pixel)
of all these light sources can become an important factor
of the total rendering cost for scenes where the geometri-
cal complexity is smaller than the illumination complexity.
An extensive comparison of our approach to that of Ward’s
is presented in Section 5.

Shirley et al.4 divide light sources into two categories:
bright (important) and dim (less important). This selection
is performed as a preprocess, and is based on an approach
similar to the sphere of influence. A sampling probability
is then assigned to each bright light source, and a unique
probability is assigned to all the dim light sources. If a large
number of rays are shot per pixel, this method can be very ef-
fective. However, as with all Monte Carlo approaches, noise
due to insufficient sampling can appear in the rendered im-
ages. Moreover, since the dim light source to be sampled
is chosen randomly, an unsuitable partitioning into dim and
bright light sources can greatly increase the amount of noise.

In radiosity-based methods, work has been performed in
clustering objects for light-transfer calculations9; 10. These
methods do not treat light sources separately, since they at-
tempt to treat global illumination, and thus any surface is a
light source in later iterations. As a consequence, these meth-
ods typically will not perform very well, since (primary)
light sources are often clustered with the other objects of the
scene, and no light-specific hierarchy is actually built.

Houle and Fiume18 store an emission map in a multi-
resolution structure (quadtree) to efficiently resample a con-
tinuously varying emission distribution. However this struc-
ture is only valid over a 2D planar surface, and as such can-
not easily be extended for independent light sources arbi-

trarily distributed in 3D space without losing its hierarchical
nature.

Stam and Fiume19 simulate flames with a set of multi-
resolution particles. To shade a point illuminated by their
flames, the illumination is computed at two adjacent levels
of the flame hierarchy, starting from the top. When the differ-
ence in illumination is larger than a preset threshold, the pro-
cess continues at the immediately superior resolution. This
hierarchical structure is efficient for flames consisting of a
large number of particles. An early stop can however occur
when the difference between two adjacent levels is small, but
would be significant with a higher resolution. This is due to
the fact that no bound on the approximation is provided.

3. Hierarchy of Point Light Sources

As mentioned in the introduction, a hierarchical data struc-
ture representing the point light sources in the scene is re-
quired to achieve our goals of efficient and consistent treat-
ment of scenes with many light sources.

3.1. Octree Light Hierarchy

We have chosen to encode the light sources in an octree
structure for the simplicity and compactness of its represen-
tation and its hierarchical nature.

The light hierarchy is stored separately from the ray-
tracing acceleration structure used for the ray-object inter-
sections (in our case also an octree). This choice has the ad-
vantage of creating a tighter bounding box around the light
sources. The disadvantage resides in the fact that interac-
tion between objects and light sources has to be treated sep-
arately. For the needs of our algorithm, we have found this
solution to be satisfactory.

The leaf nodes of the octree store zero, one, or more point
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light sources. Intermediate nodes are composed of eight chil-
dren nodes. Every node keeps an approximate representation
of the light sources contained at the current or at lower levels.
In particular,virtual light sourcesstored at the nodes repre-
sent the set of light sources contained beneath this node. In
Fig. 2, we show an example of such a point light hierarchy.

3.2. Light Hierarchy Construction

The creation of the light hierarchy begins by finding the axis-
aligned bounding box of all the point light sources in the
scene. This box is the root of our hierarchy. The hierarchy is
subsequently subdivided in an octree fashion, until each un-
subdivided octree cell contains less than a preset maximum
number of light sources or a maximum subdivision depth is
reached.

Once the octree has been subdivided, we proceed with the
calculation of the representation of the virtual light sources.
The virtual light source is simply a point light source, placed
at a position corresponding to the weighted average of the
light sources it represents. The weights are proportional to
intensity of each real or virtual point light source over the
sum of these intensities.

For tighter bounds on the approximation errors explained
in the next section, we compute at each node of the octree
the smallest axis-aligned bounding box of all the point light
sources it represents. We call it theminimal bounding box.
Table 1 summarizes this construction.

4. Shading with the Hierarchical Light Structure

Once the light hierarchy is built, the goal is to develop an al-
gorithm allowing us to use the approximate representations
(virtual light sources) where appropriate. We will thus avoid
the cost of shading (and potentially shadowing) with each
light source in the scene. To achieve this goal we need cri-
teria allowing us to choose when the approximate shading
gives a satisfactory result, thus permitting us to terminate
our descent into the light hierarchy.

In what follows we first present some necessary prelim-
inaries on shading for ray-tracing, and then proceed to de-
scribe the error bounds developed for the diffuse and specu-
lar cases. These error bounds are then used as the criteria to
perform the actual shading. The algorithms for the shading
are described for each case.

4.1. Preliminaries

A common shading formulation divides the reflection as a
combination of diffuse (pure lambertian) reflection and spec-
ular (directional) reflection. One such popular model sug-
gested by Phong11 is shown in Fig. 3, and can be expressed
as

I =
m

∑
i=1

Si fatti Ii
�

kd(~N �~Li)+ks(~Ri �~E)n
�

(1)

where
I = light radiance going from the light to the viewer

and passing byp,
i = ith light source,

m = number of light sources,
S= visibility factor of the light source,

fatt= attenuation of light from the light source,
Ii = intensity of light sourcei,

kd = diffuse reflection coefficient of the surface,
~N = surface normal atp,
~L = vector fromp to the light source,
ks = specular reflection coefficient of the surface,
~R = mirror reflection of the vector~L at p with

respect to~N,
~E = vector fromp towards viewer,
n = roughness coefficient.

All the vectors are normalized.

We first derive some bounds for the diffuse reflection, and
then present the bounds for the specular reflection.

4.2. Diffuse Reflection

We slightly simplify the formulation for clarity, replacing the
termsS= 1 (unoccluded case) andfatt = 1=d2 whered is the
distance from the light source to pointp. We also replace the
dot products using the identities :

cos(θ) = ~N �~L

cos(θi) = ~N �~Li

The light reflected by a diffuse surface illuminated bym
point light sources can be computed as:

I =
m

∑
i=1

Ii
1

d2
i

kd cos(θi) : (2)

By taking a single virtual point light source approximating
all m point light sources, we compute:

Iapprox=

 
m

∑
i=1

Ii

!
1
d2 kd cos(θ) : (3)

N
L

R

E
p

Figure 3: Phong reflection model
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Intensity Iv = ∑m
i=1 Ii

Position Pv = (∑m
i=1 PikIik1)=(∑m

i=1kIik1)
Dispersion Bmin = AxisAlignedBox((min(Pxi);min(Pyi);min(Pzi));

(max(Pxi);max(Pyi);max(Pzi)) )

Table 1: Cluster attributes

4.2.1. Error Bound for the Diffuse Model

Given the expressions of the exact and the approximate il-
lumination at a point, we need to develop a bound on the
error committed by the approximation. This bound must be
tight and efficient to evaluate so it can guide a hierarchical
shading algorithm at a reasonable cost. In particular, we are
looking for a function∆Iabs such that for any point to shade

∆Iabs� jI � Iapproxj :

To derive a suitable expression, we first define a few vari-
ables:

∆di = di �d

∆θi = θi �θ
∆dmax= diag

∆θmax= arctan
�

∆dmax
d�∆dmax

�
wherediag is the largest diagonal of the minimal bounding
box at a node of the light octree. These quantities are illus-
trated in Fig. 4 and 5.

L

E
p

N

d

Li

di

i

Figure 4: Important quantities for the diffuse reflection
model

The following inequalities can then be applied to derive
the desired bound:

0� ∆dmax< d

(0;0;0) � kd; Ii

0� θ;θi � π=2

0� cos(θ);cos(θi)� 1:

minimal axis-aligned
bounding box

voxel

p

max

dmax
d

Figure 5: Bounds on the quantities related to a cluster

By bounding the approximate intensity between a mini-
mal and a maximal intensity,Imin andImax, ∆Iabs becomes:

∆Iabs= max(Iapprox� Imin; Imax� Iapprox) :

The derivation of the bound from these equations and in-
equalities is given in Appendix A. The bound on the error
produced by approximating the diffuse reflection at a point
pby a single virtual point light source at a node of our octree
structure is:

∆Iabs= kdIvmax

�
cos(θ)

d2 �
max(0;cos(θ)�∆θmax)

(d+∆dmax)2
;

min(1;cos(θ)+∆θmax)

(d�∆dmax)2
�

cos(θ)
d2

�
: (4)

The cost of computing this error and the actual illumina-
tion using the virtual light source is about the same as that
of computing the illumination due to three to four point light
sources. The bound is therefore useful when the approxima-
tion replaces the evaluation of the illumination from at least
three point light sources.

4.2.2. Diffuse Shading using the Light Hierarchy

Equation 4 tells us when a node of the light hierarchy is
below the desired threshold. This means the virtual light
source associated with this node could replace all the point
light sources below this node. However if the traversal of the
light hierarchy stops at several nodes, while each individual
bound can be below the threshold, their sum might not be.

If the sum of the errors associated with the voxels stored in
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the error list is greater than the threshold, we treat the nodes
with the highest error at a lower level. We continue this pro-
cess until the sum of the errors is below the threshold. This
way we ensure that our absolute error bound is respected.

The algorithm in Fig. 6 illustrates how the light hierarchy
is used to compute the shading.

HierarchicalIllumination( Point p, Voxel v )
{

if v.Empty()
return ( 0 )

if v.NumberOfSources()� 3
return ( SimpleIllumination( p, v.sources ) )

EvaluateIv;kd;d;∆dmax;θ;∆θmax from p and v.

if ∆dmax> d
// We cannot evaluate our bound if∆dmax> d.
return ( IlluminationAtLowerLevel( p, v ) )

error = DiffuseBound(Iv;kd;d;∆dmax;θ;∆θmax)

// Compare with diffuse error threshold
if error< Tdiffuse

AddToErrorList( v, error )
return ( 0 )

else
return ( IlluminationAtLowerLevel( p, v ) )

}

IlluminationAtLowerLevel( Point p, Voxel v )
{

if v.Subdivided()
8 v.voxelChild

sum += HierarchicalIllumination( p, v.voxelChild )
return ( sum )

else
return ( SimpleIllumination( p, v.sources ) )

}

Figure 6: Illumination algorithm using light hierarchy for
diffuse surfaces

4.3. Specular Reflection

Specular reflection is mostly associated with highlights on
surfaces. The light reflected by a specular surface illumi-
nated bym point light sources can be computed as:

I =
m

∑
i=1

Ii
1

d2
i

kscosn(αi) : (5)

Phong specular reflection has the form of a specular lobe
cosn(α), wheren controls the “eccentricity” of the lobe. The
larger the value ofn, the smaller the simulated roughness of
the surface, and the sharper and narrower the highlights.

We consider here specular reflections off surfaces with a

high roughness coefficient (values ofn > 20). Specular re-
flections with a low roughness coefficient could be handled
with an algorithm similar to the diffuse one.

For specular surfaces with a high roughness coefficient,
typically very few light sources will contribute significantly
to the illumination at a particular point. We can therefore
use the light hierarchy to quickly identify the important light
sources. Our approach is based on computing the maximal
potential contribution of a voxel of light sources. Only those
voxels with a potential contribution greater than a specified
specular thresholdTspecwill be treated at a finer level.

4.3.1. Error Bound for the Specular Model

We need to compute the maximal potential contribution of
a voxel. It is derived from the Phong equation in a similar
way to that of the diffuse error bound. Again, the complete
derivation of this bound is given in Appendix A. The maxi-
mal specular contribution corresponds to

maxC= Ivks
(min(cos(α)+∆αmax;1))n

(d�∆dmax)2
(6)

where∆αmax is computed in the same way as∆θmax and
cos(α) = ~R�~E.

4.3.2. Specular Shading using the Light Hierarchy

Starting at the root of the light hierarchy, if the maximal po-
tential contribution of a voxel is greater thanTspec, we open
that voxel and treat its children. If the potential contribution
is belowTspec, we add the voxel to the list of ignored con-
tributions. After the traversal of the light hierarchy is com-
pleted, we check the list of ignored contributions to ensure
that its sum is lower thanTspec. As for the diffuse reflection,
we then recompute the hierarchical illumination of the nodes
with the larger maximal contribution at a lower level. This
process is repeated until the sum of the ignored contribu-
tions is lower thanTspec. When the threshold is respected, the
maximal error present in the image will be equal or smaller
to it. Choosing a very smallTspec results in no visual arti-
facts.

Instead of ignoring the contributions of these voxels, we
could adopt an approach similar to Ward17, and add an ap-
proximation of the contribution of these voxels based on the
illumination of their virtual light sources. This way, the re-
sulting error would be smaller and we could use a larger
threshold resulting in greater speedups. While reducing the
error, this would not change the value of the bound. The av-
erage error would be smaller, but the maximal error would
stay the same.

4.4. Combined Diffuse and Specular Reflections

To handle surfaces with both diffuse and specular reflec-
tions, the two algorithms are mainly executed independently.
Some calculations as well as the traversal of the hierarchy
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are shared, but the main parts of the algorithms are treated
separately. The rendering times are a little less than the sim-
ple sum of both times, but are still proportional to it.

5. Results

5.1. Basic Test Scenes

We have developed a set of test scenes which allows us
to evaluate our approach in several different configurations,
while keeping a low intersection cost between rays and the
scene made of only a few polygons. The three main scenes
treated are shown in the following (the names subsequently
used are in quotes): the first is an image of “Light Strings”
lighting a street (Fig. 7(a)); the second is a scene lit by light
sources forming the “U de M” logo (Fig. 7(b)); and the last
is a simple scene illuminated by a “Cluster” of light sources
(Fig. 7(c)). The rendering of this last scene is done with the
camera on the left, just behind the light sources. In our tests,
the rendering of this scene occurs with the light sources be-
ing invisible. All the light sources in one scene have equal
intensities.

We present results on variations of these scenes containing
a number of light sources ranging from 64 to 16384. This is
done by increasing the density of the light sources in each
case.

For all the specular tests, the roughness factor we use is
n= 200.

In the result tables presented below, we show the cost of
standard ray-tracing with octree acceleration (RT), the cost
of Ward’s (Ward ) method17, the cost of the light hierarchy
method (LH ), and the speedup achieved by our method over
the ray-tracing method (SU). Our implementation of Ward’s
method is slightly different than the one presented in his
paper17 to ensure that, as with our algorithm, it has an ab-
solute error bound.

For each test, the error thresholds (diffuse and specular)
we use are 1% RGB or(2:55;2:55;2:55) RGB for images
quantized in[0::255]. Since the actual error is smaller than
the threshold, the test runs result in images that are visually
indistinguishable from those computed with the traditional
ray-tracing. The maximal observed error at a pixel is(1;1;1)
RGB for all the images and the average pixel error is negli-
gible since it is less than(0:02;0:02;0:02) RGB.

5.2. Diffuse Case

In Table 2 we present the results of our algorithm for dif-
fuse surfaces. Compared to standard ray-tracing, we see that
the light hierarchy achieves important speedups (up to 90
times faster). For a high number of light sources (greater
than 1024), we are consistently faster than Ward’s method.
It should be noted that with Ward’s method, the increase in
rendering time does not seem to be logarithmic. In compari-
son, our method shows a logarithmic increase in time for the

Light StringsandU de M scenes, as can be seen in Fig. 8.
The more linear behavior of theClusterscene indicates that

            

Figure 8: Logarithmic behavior of the light hierarchy
method

for this scene, more light sources are required before reach-
ing the “plateau” part of the logarithmic curve.

Scene RT Ward LH SU

Light Strings
64 lights 11.4 70.2% 91.2% 1.1

256 lights 87.5 70.3% 73.5% 1.4
1024 lights 550.6 68.3% 42.4% 2.4
4096 lights 2716.3 70.8% 18.4% 5.4

16384 lights 13157.1 72.5% 5.7% 17.6
U de M

64 lights 14.8 64.9% 85.1% 1.2
256 lights 108.6 60.0% 44.4% 2.3

1024 lights 632.6 57.8% 16.2% 6.2
4096 lights 3114.9 58.7% 4.2% 23.6

16384 lights 14609.3 59.5% 1.1% 90.1
Cluster

64 lights 8.6 107.0% 95.3% 1.0
256 lights 33.9 112.4% 90.9% 1.1

1024 lights 136.1 119.6% 74.1% 1.3
4096 lights 545.5 127.6% 47.0% 2.1

16384 lights 2179.6 135.6% 33.5% 3.0

Table 2: Results for the algorithm treating diffuse surfaces.
All timings in seconds on a R10000 SGI computer. Notice
how our method (LH) outperforms Ward’s approach as the
number of light sources increases.

5.3. Specular Case

In Table 3 we present the results of our algorithm for the
cases above using the specular algorithm. We see that the
light hierarchy achieves an impressive speedup compared to
simple ray-tracing (at least 6.4 times faster), and that it is
always faster than both the ray-tracing and Ward’s method.
Compared to Ward’s approach we also achieve significant
speedup: up 32 times faster.
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(a) “Light Strings”

            

(b) “U de M”

            

(c) “Cluster”

Figure 7: The three different test scenes

Scene RT Ward LH SU

Light Strings
64 lights 12.8 26.6% 15.6% 6.4

256 lights 93.5 17.2% 8.3% 12.0
1024 lights 575.4 13.1% 6.3% 15.8
4096 lights 2815.3 12.3% 5.0% 20.1

16384 lights 13549.3 11.5% 3.9% 26.0
U de M

64 lights 17.1 25.1% 7.0% 14.2
256 lights 117.9 16.1% 3.1% 32.8

1024 lights 670.2 12.5% 1.8% 55.4
4096 lights 3261.5 11.5% 1.3% 76.4

16384 lights 15195.3 11.0% 1.1% 91.6
Cluster

64 lights 10.4 39.4% 5.8% 17.3
256 lights 41.0 43.7% 3.4% 29.3

1024 lights 164.1 49.7% 2.6% 39.1
4096 lights 656.7 56.0% 2.3% 43.8

16384 lights 2632.3 62.4% 1.9% 51.6

Table 3: Results for the algorithm treating specular sur-
faces. All timings in seconds on a R10000 SGI computer.
Notice how our method (LH) outperforms Ward’s approach
everywhere.

5.4. Discussion of Results

Overall, from tables 2 and 3 we see that the light hierarchy
can provide a very important speedup in computation times
compared to Ward’s approach and to ray-tracing.

The difference in speedup provided by the diffuse and
specular algorithms is explained by the fact that, for highly

specular surfaces, no shading computations need to be done
for many of the pixels. For the diffuse case, most of the pix-
els have a large illumination value thus a large error to com-
pensate by using lower levels. Using lower levels demands
more work since we need to process more virtual or real light
sources.

The Clusterscene shows less interesting results than the
two other scenes for the diffuse case. As said before, more
light sources are needed to reach the “plateau” part of the
logarithmic curve. This result seems surprising for a scene
with so well placed light sources. In fact, the light sources
are not so well placed. They reside in a small cube, but in
that cube, they are almost uniformly distributed. This results
in a hierarchy that is extremely well balanced, with most of
its nodes at a particular level containing the same number
of light sources. This obviously results in a hierarchy with
fewer levels. When using the hierarchical rendering, we will
be often forced to completely calculate the illumination of
a node since we do not have a finer representation for it.
Uniform distribution of light sources also means that for a
given level, we will have many nodes with few light sources
compared to many light sources in few (non-empty) nodes
if the distribution of light sources is not uniform (as in the
Light StringsandU de M scenes). For the same number of
light sources, we will have to sum the potential error of many
voxels for theClusterscene compared to theLight Strings
andU de Mscenes.

It is interesting to look at what happens when we increase
the threshold. As it increases, voxels higher in the hierarchy
are used to compute the shading. At a certain point, the re-
sulting illumination shows discontinuities due to the choice
of different levels of the hierarchy. Fig. 9 shows the resulting
artifacts. To reduce these discontinuities, linear interpolation
between the two levels could be used instead. The thresh-
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(a) Rendering

            

(b) Error

Figure 9: Artifacts related to the increase of the diffuse threshold. (a) is the actual image while (b) is the error image. The
intensity and contrast of the error image have been adjusted such that black represents no error and white the maximal error
that occured in this image, (59, 59, 59) RGB.

old we are using for our tests can still be increased without
resulting in the artifacts present in Fig. 9. While keeping a
maximal error of (1, 1, 1) RGB, we can increase the thresh-
old to cut the rendering time of our tests by half. If fact, our
threshold is approximately ten times greater than the actual
(maximal) error. This is obviously conservative, but tolera-
ble. Increasing the threshold increases the potential error in
the image and the rendering speed. Fig. 9 for example, shows
a speed up of ten compared to simple ray tracing with only
64 light sources. This is about 9 times faster than the result
of Table 2.

6. Possible Extensions to Handle Occlusions

As mentioned in the introduction, the algorithms and data
structures we present here treat the case of unoccluded illu-
mination only. The goal of our paper is thus to present the
principles of the light hierarchy and demonstrate, through
experimental results, that the potential for speedup is very
important. Nonetheless, it is clear that the utility of the light
hierarchy will be much more widespread when occlusion is
treated completely. For this reason, we present next our first
ideas on the treatment of shadows.

We also list other improvements to the algorithms pre-
sented as well as interesting new research directions.

6.1. Treating Shadows

The work presented here shows very encouraging results for
illumination without occlusion. In the presence of shadows,

one can only hope to have more important gains from the
use of the light hierarchy, since the cost of each light ray is
multiplied by the cost of the actual ray intersection with the
scene.

Even though our error bounds do not include shadow
information, the maximum contribution (upper bound) is
nonetheless valid, since shadowing can only reduce this con-
tribution. We can thus use our hierarchical illumination al-
gorithm as a basis of a solution for shadows. The problems
of determining a lower bound, or at least an estimate of the
minimum contribution, as well as the more delicate issue of
preservation of shadow shapes have to be treated separately.

6.1.1. Volumetric Soft Shadows

An approach for using the light hierarchy for scenes with
shadows could consist in using the hierarchy when a cluster
of light sources is entirely visible from a given 3D point to
shade. To do this, we need to make a decision on whether a
voxel of the light hierarchy at a given level is completely un-
occluded, completely occluded, or partially visible from the
3D point. In the first case, we use the algorithms presented
above in Section 3; in the second case we do not need to
shade at all; for the partially visible case, we must descend
into the light hierarchy.

Algorithms for consistent visibility determination have
been presented for other problems (e.g., shafts by Haines and
Wallace20, or conservative triage by Teller and Hanrahan21).
What is unclear for these approaches is whether the cost of
the visibility determination would make the gains of the light
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hierarchy negligible or even useless. This research direction
is nonetheless worthy of further investigation.

As an alternative, we can use an approximation to visibil-
ity determination by using the ideas presented in the work of
Sillion22 on volumetric visibility. Without going into details,
we can represent the visibility characteristics of a cluster by
a set of extinction coefficients, permitting us to avoid ray-
intersections with the contents of the cluster of objects.

6.2. Hierarchy Construction and More General Models

The light hierarchy currently used is constructed very rapidly
since we simply subdivide an octree. It is possible that more
involved clustering approaches, such as that described in the
work of Cazalset al.23, which take into account certain ge-
ometric properties of the items being clustered (in our case
the light sources), could result in improved performance.

The approach described here is not restricted to the sole
use of ray-tracing direct light. The central ideas and concepts
of our approach could be applied to improve on the cluster-
ing of light sources in radiosity-based algorithms.

7. Conclusions

The introduction of a new data structure in the form of a
light hierarchyprovides an efficient solution to the problem
of ray-tracing scenes with many light sources. We have cho-
sen to create an octree hierarchy of the light sources in a
scene which is maintained independently of the rest of the
geometry. Intermediate nodes of the light hierarchy approx-
imate the illumination due to the light sources contained in
the children octree voxels, by means ofvirtual light sources.

Error bounds on the error committed when using the vir-
tual light sources were presented, both for the diffuse and
the specular cases. Based on these bounds, the shading cal-
culation at each visible point is performed by a hierarchical
descent in the light hierarchy. When the descent ceases at a
given hierarchical level, we avoid the cost of shading with
all the light sources contained below that level, resulting in
significant speedup.

To carefully evaluate the ideas and develop a deeper un-
derstanding of the issues involved, we have currently re-
stricted our algorithm to the case of unoccluded scenes. The
results for a set of such test scenes show very encouraging
speedup, of up to 90 times for both diffuse and specular sur-
faces.

We believe that the introduction of the light hierarchy for
ray-tracing, in conjunction with the error bounds and the hi-
erarchical descent open a very promising research direction
for efficient rendering of scenes with many light sources.
The development of the complete solution including shad-
ows could lead to significant acceleration of the rendering
times when scenes with complex geometry would be used.
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Appendix A: Derivation of the bounds

Diffuse bound

We first state few useful rules:

0< y;0< ε) jxj
y >

jxj
y+ε (7)

cos(φ)�1jσj � cos(φ+σ) � cos(φ)+1jσj (8)

cos(θi) = min(1;cos(θi)) = max(0;cos(θi)) : (9)

We approximate the minimal diffuse illumination by:

I =
m

∑
i=1

Ii
1

d2
i

kd cos(θi)

=kd

m

∑
i=1

Ii
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(d+∆dmax)2
by 7

�kd

m

∑
i=1

Ii
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by 9

�kd

m
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i=1

Ii
max(0;cos(θ)�j∆θi j)

(d+∆dmax)2
by 8

�kd

m

∑
i=1

Ii
max(0;cos(θ)�∆θmax)

(d+∆dmax)2

�kdIv
max(0;cos(θ)�∆θmax)

(d+∆dmax)2
= Imin :

The same way, we approximate the maximal diffuse illu-
mination by:

I =
m

∑
i=1

Ii
1

d2
i

kd cos(θi)

=kd

m

∑
i=1

Ii
cos(θ+∆θi)

(d+∆di)2

�kd

m

∑
i=1

Ii
cos(θ+∆θi)

(d�∆dmax)2
by 7

�kd

m

∑
i=1

Ii
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(d�∆dmax)2
by 9

�kd

m

∑
i=1

Ii
min(1;cos(θ)+ j∆θi j)
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by 8

�kd

m
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i=1

Ii
min(1;cos(θ)+∆θmax)

(d�∆dmax)2

�kdIv
min(1;cos(θ)+∆θmax)

(d�∆dmax)2
= Imax:

From there, the bound on the error is the maximum be-
tween Iapprox� Imin and Imax� Iapprox. Re-arranging few
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terms gives:

∆Iabs= kdIv max

�
cos(θ)

d2 �
max(0;cos(θ)�∆θmax)

(d+∆dmax)2
;

min(1;cos(θ)+∆θmax)

(d�∆dmax)2
�

cos(θ)
d2

�
: (10)

Specular bound

The specular bound is simply an approximation of the max-
imal specular illumination:

I =
m

∑
i=1
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1
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